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Abstract

Large Language Models (LLMs), although they can initially be described as
predictors of the next token in a given sequence, surprisingly display linguis-
tic behaviors that resemble those of humans. This suggests the existence of
an underlying, sophisticated cognitive system in language production. Such
an intriguing circumstance has inspired the use of psychological theories as
investigative tools, and the present research falls within this line of inquiry.
Our aim is to investigate the potential existence of a core integration of abil-
ities in language comprehension and production, metaphorically parallel to
human cognitive architecture. To this end, the study proposes two experi-
mental components, both focusing on LLMs. In the first part, we employed a
well-established psychological theory of narrative coherence in autobiographi-
cal stories; in the second, we applied a set of Theory of Mind (ToM) tests. For
the evaluation of narrative coherence, the same methodology was applied to
autobiographical stories generated by GPT-3.5 and an equal number gener-
ated by GPT-4. These stories were elicited by asking the models to assume
roles varying along dimensions such as gender, mood, and age. The large
number of stories ensures adequate sampling, given the stochastic nature of
the models, and was made possible thanks to the adoption of an automated
coherence evaluation procedure. The evaluation process was enabled through
targeted model training by means of prompting and fine-tuning. The results
of this training showed excellent accuracy in the automatic assessment of
narrative coherence. Overall, the analysis of the autobiographical stories
revealed levels of narrative coherence in the models that are fully consis-
tent with data from human subjects, with slightly higher values in the case
of GPT-4. These results suggest a high degree of knowledge integration in
the models, comparable to the integration of the self in human beings. For
the ToM component, prompts with multiple inductions were applied to the
models to simulate personality, age, occupation, and gender. Subsequently,
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the models were administered the classic “Reading the Mind in the Eyes”
ToM test, presented in both textual and visual forms, across nine different
LLMs. The results confirmed the models’ ability to successfully complete
these tasks, often with a success rate higher than that observed in studies
with human participants. Although LLMs are not specifically designed to
address cognitive tasks, their success in complex domains such as narrative
coherence and ToM, as proposed in the present study, together with their
fulfillment of many criteria typically used to describe cognitive architectures
in cognitive science, may suggest the emergence of an artificial configuration
of cognitive architectures.



Introduction

This work focuses on the relationship between cognitive science and artifi-
cial intelligence (AI) and how recently Large Language Models (LLMs) have
changed the dynamics between these disciplines. The paths of artificial intel-
ligence and cognitive science have been intertwined since their respective in-
ceptions. These fields share a coincidental birth, both in 1956, when the first
summer project aiming to explore the simulation of any intelligent behavior
by an artificial machine was presented at Dartmouth College. Subsequently,
in September, the MIT in Cambridge hosted the Symposium on Information
Theory, which is now considered the official convention marking the birth of
cognitive science. Despite being age-mates, historically, it has been cognitive
science that has often tried to use AI as a tested to better understand the
mental black box. Traditionally, AI has been employed as a tool in service of
cognitive science with the goal of simulating human mental functioning and,
through these simulations, helping cognitive science in its research aimed at
investigating the underlying processes and mechanisms of cognition. One
early example is John Haugeland’s proposal (Haugeland, 1991), which, mov-
ing beyond Turing’s famous question ”can machines think?”, focuses on the
design of the mind in more concrete terms. Haugeland suggested that AI
could aid in this endeavor through the development of intelligent artificial
artifacts that could be studied in-depth as human mental surrogates. A
well-structured attempt in this direction was proposed by Rumelhart and
McClelland (1986b), who, with Parallel Distributed Processing: Explorations
in the Microstructure of Cognition, attempted to explain cognitive processes
through neural networks. They offered parallel models in each chapter to
represent the processes underlying different mental states in terms of acti-
vations and connections between various units. Rumelhart and McClelland
directed their studies towards processes that could not be explained solely
through language, a practice already prevalent at the time through Natural
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Language Processing (NLP). Today, AI can ”get even” with cognitive sci-
ence. It is the subject of various studies attempting to explain how LLMs
achieve such high performance, even in strictly cognitive tasks. The explana-
tory gap that has emerged between the clarity of design at the algorithmic
and technical levels and the epistemic opacity of the real performance, which
in some cases surpasses that of the human brain, remains a philosophical
issue far from resolved (Wolfram, 2023). Here, the roles reverse: cognitive
science can return the favor to AI by providing support with its theoretical
frameworks and well-established practices from many years of human mind
experiments, offering a wealth of knowledge and tests useful for better un-
derstanding what triggers the ”magic” within transformer architecture. This
favor might not be entirely selfless, as it also brings new tests and explanatory
tools to cognitive science.

The winning feature of Transformer-based Large Language Models lies
not only in their ability to process language, but even more so in their ability
to flexibly provide aids through language in a myriad of potential applica-
tions. Soon, LLMs garnered attention from academic circles across various
disciplines. One aspect that particularly invites investigation concerns the
explanatory gap between the relative architectural simplicity of the Trans-
former and the enormous complexity inherent in mastering language and its
uses. Here, the historical epistemological approach of functionalism (Nagel,
1961) proves effective, which finds its successful application in the term Ma-
chine Psychology (Hagendorff, 2023).

This term perfectly encapsulates this trend, referring to research that
employs tests and tools typical of cognitive science, especially experimental
psychology. LLMs are not only used as subjects of study but are also uti-
lized to create entire artificial samples in place of human ones, simulating
population groups with “silicon simple” (Argyle et al., 2023) or creating en-
vironments where artificial agents can interact with each other, known as
“social simulacra” (Park et al., 2023).

Building on the premises outlined above, we position this work within
the emerging field of machine psychology. The prevalent tendency in this
area is to adapt cognitive tests to LLMs. Such adaptations may involve
responding to questionnaires and semi-structured interviews (Hagendorff et
al., 2022), decision-making tasks (Dasgupta et al., 2022), problem-solving
activities (Webb et al., 2023), or inductive reasoning (Han et al., 2023).
By contrast, the present study leverages the linguistic abilities of LLMs,
examining their level of deep understanding through the analysis of narrative
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coherence, and their level of linguistic production by eliciting spontaneous
“autobiographical” narratives, to which psychological analysis techniques are
subsequently applied. Our investigation employs two analytical approaches
derived from cognitive science, one based on the study of narrative coherence,
the other on Theory of Mind.

After introducing the Transformer architecture (Chapter 1), the revolu-
tion underlying current language models, we turn to the experimental sec-
tion. The first two studies, presented in Chapters 2 and 3, examine narra-
tive production by human subjects with the aim of inferring specific mental
characteristics from the degree of coherence observable in the text. More
precisely, we adopted a well-established psychological framework, the Narra-
tive Coherence Coding Scheme (Reese et al., 2011), which evaluates several
macro-textual factors of coherence and maps them into numerical scores.
However, annotating narrative texts for coherence using this framework is
both time-consuming and cognitively demanding. To address this issue, we
first developed an automated analysis program employing standard OpenAI
LLMs as evaluators, as well as customized variants fine-tuned to optimize the
annotation process. We then extended this methodology by assigning text-
generation tasks to LLMs that required the narration of autobiographical
experiences, simulating patients in psychotherapeutic sessions. Our central
hypothesis concerned the narrative production of LLMs and the correspond-
ing coherence patterns, which were tested through differentiated role-taking
simulations involving variations in age, gender, and affective states. The
results, in terms of language processing and understanding, demonstrated
the high performance of the automated analysis program when applied to
OpenAI models. From the perspective of text production, the findings re-
vealed the emergence of a high level of global narrative coherence in LLMs,
comparable to that observed in humans, and showed that this coherence is
primarily modulated by age and emotional variables.

The second study (Chapter 4) investigates in greater depth the emergence
of Theory of Mind in LLMs, employing the Reading the Mind in the Eyes
Test (Baron-Cohen et al., 2001), a widely used instrument specifically de-
signed to assess the ability to infer emotions from human facial expressions.
For this purpose, nine different LLMs were tested under varying prompting
conditions. The results once again demonstrated a remarkable ToM capac-
ity—albeit to differing degrees across models—and contribute to the ongoing
debate on how systems trained exclusively on linguistic data can nevertheless
exhibit such complex cognitive abilities.
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Finally, in light of the results obtained from the experimental studies
presented, and by critically engaging with the relevant literature, this work
concludes in Chapter 5 by advancing the hypothesis that LLMs, despite
their unique features, possess all the prerequisites to be regarded as a form
of cognitive architecture.



Chapter 1

Where Language Models Come
From?

This chapter addresses the genesis of LLMs, briefly retracing the history and
the earliest attempts in the field of Natural Language Processing up to the
advent of the Transformer architecture. It will then explain the functioning
of what has led to the revolution of generative artificial intelligence, as well
as its repercussions, illustrated by the first cases that provoked scandal not
only in the public sphere but also within philosophical debate.

1.1 Non-Consanguineous Relatives

The ability to handle human language with extraordinary performance, demon-
strating high expertise not only in translation but also in text generation, as
seen in modern Large Language Models, is a relatively recent achievement
in AI. The path leading to the effectiveness of the Transformer architecture
has been long and marked by numerous attempts in the field of Natural Lan-
guage Processing. Since the second half of the 20th century, these efforts
have given rise to this area of study, encompassing various research streams.
After a brief overview of the main research trajectories that have shaped
NLP, we will explore the Transformer architecture, which, from both a tech-
nical and a performance standpoint, shares very little with the research in
natural language processing over the past seventy years.

One of the very first products of research in this field dates back to 1952
when Weaver and Bar-Hillel presented a text translation machine at MIT.
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Subsequently, throughout the 1960s, all efforts were directed in this direction,
leading to the founding of the AMTCL (Association for Machine Translation
and Computational Linguistics) in Princeton in 1962. Projects for auto-
matic translation machines continued with GAT-SLC (Georgetown Auto-
matic Translation-Simulated Linguistic Computer) (Zarenchnak & Brown,
1961) for translation from Russian to English, and SYSTRAN (System of
Translation) by Peter Toma in 1964. These early researches did not yield
particularly notable results, so much so that in November 1966, the ALPAC
(Automatic Language Processing Advisory Committee) advised the United
States government to stop supporting Machine Translation. The lack of suc-
cess led to a change in trend, which in 1968 was emblematic also in the
name change from the Association for Machine Translation and Computa-
tional Linguistics (AMTCL) to the Association for Computational Linguis-
tics (ACL). It was evident that before moving on to automatic translation,
it was necessary to work on the fundamentals of natural language.

It’s interesting to note how the project of automatic translation failed to
elicit any interest in the then-emerging cognitive science community. This
lack of interest could partially be justified by the lack of results, but the
inevitable comparison with cognitive aspects of any AI attempt to grapple
with natural language was not recognized. It is precisely the current successes
of AI with language, which we will see later, that have brought the debate
on cognition back to the forefront, albeit with switched roles.

The following period saw the birth of the first parsers, programs deriving
the syntactic structure of a given sentence. The first was the bottom-up
CKY in 1965, named after the three authors: Cocke, Kasami, and Younger,
followed by the Earley top-down parser in 1970, tools capable of assigning
grammatical categories to a sentence. In between, there was a sort of scan-
dal, the well-known ELIZA (Weizenbaum, 1966), which conversed with a
user by interpreting the role of a psychotherapist.It had, at the same time,
enormous public success and was disdained by the NLP community. Despite
its very limited conversational abilities, Eliza was able to effectively simulate
the role of a Rogerian psychologist, who encourages the patient to reflect on
their own responses without delving too deeply into details and ignoring all
references to the real world. Despite its success, Eliza was based on a simple
logic of triggering predefined responses activated by keywords, but passing
the Turing Test for conversation with a human being was still a goal far from
being achieved. Lesk and Schmidt (1975) created the first lexical analyzer,
lex, for the task of language tokenization, and in 1977, the first text gener-
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ator appeared: ERMA (Clippinger, 1977), quite the “generative” version of
ELIZA. ERMA was designed to generate a single paragraph that simulated
the discourse of a real psychoanalytic patient conversing with their therapist,
including hesitations and mistakes. While it represented an early attempt
at automated text generation, it was criticized by the NLP community for
its reliance on rigid and prestructured templates rather than true generative
capabilities, producing output that was superficial and formulaic rather than
a meaningful simulation of human dialogue.

In the 1980s, new trends enriched the fields of NLP, advancing research
in other directions, such as morphological analysis using FST (Finite State
Transducers) for two-level morphology (Koskenniemi, 1983). While initially,
standard Chomsky Universal Grammar was the main theoretical basis for
syntax and morphology, across the ’80s and ’90s, several more sophisti-
cated and more computationally oriented grammars were developed: FUG
(Functional Unification Grammar) (Kay, 1984); CUG (Categorial Unifica-
tion Grammar) (Karttunen et al., 1987); TAG (Tree Adjoining Grammar)
(Joshi & Schabes, 1991); and the most advanced and popular, HPSG (Head-
Driven Phrase-Structure Grammar) (Pollard & Sag, 1994). Until that point,
not much was produced for semantic analysis.

The first attempts came in the ’90s, with CLE (Core Language Engine)
(Alshawi, 1990) based on Montague’s semantics, and DPL (Dynamic Predi-
cate Logic) (Groenendijk & Stokhof, 1991). In the domain of lexical seman-
tics, the main issue is word sense disambiguation, for which a consolidated
approach was EGOM (Extended Gloss Overlap Measure) (Banerjee & Peder-
sen, 2003), improved by CHAD (CHain Algorithm of Disambiguation) (Tatar
et al., 2009). One of the latest linguistic tasks approached by NLP is dia-
logue modeling, first approached using the MDP (Markov Decision Process)
framework (Levin et al., 1997), refined by Williams et al. (2005) (Partially
Observable Markov Decision Process). In the polar opposite direction to lex-
ical semantics are studies on discourse structure, where one of the main diffi-
culties is establishing correct relations between distant words in a discourse.
RAP (Resolution of Anaphora Procedure) is an early algorithm (Lappin &
Leass, 1994) addressing third-person singular pronoun anaphora resolution.
dfNP (definite Noun Phrase) is the search back to a referent already intro-
duced in the discourse with an algorithm (Vieira & Poesio, 2000). Another
important open issue in discourse understanding is the assessment of coher-
ence relations between parts of a discourse, a common approach followed by
SDRT (Segmented Discourse Representation Theory) (Lascarides & Asher,
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2007).
It is in the first decade of the 2000s that, thanks to Deep Learning (DL)

and renewed enthusiasm for AI after a not-so-brilliant period (Plebe & Per-
conti, 2022), a significant breakthrough was made. Contrary to expectations,
the field that consecrated AI was not vision and image processing, where it
had achieved the most significant successes with DL tecnique, but language,
revolutionizing NLP research and leading to an unexpected and highly effec-
tive turn: the Transformer architecture.

The convergence of NLP with Artificial Neural Networks (ANNs) dates
back to the 1980s, as demonstrated by Rumelhart and McClelland (1986a)
attempt to use ANNs for learning the morphology of English past tense.
Despite the merit of their approach, several challenges emerged that were
inherently difficult to reconcile with the nature of ANN-based models. Chief
among these challenges was the symbolic and arbitrarily long nature of words
in natural language, which contrasted with the numerical and fixed-length
vectors of artificial networks. Another difficulty pertained to the transition
to syntax and the complex interplay of meaning and rules that extend beyond
individual words. Additionally, a significant technical challenge involved the
use of the backpropagation technique (Rumelhart et al., 1986), in which
the network training process requires clearly identifiable input and output,
a procedure not particularly well-suited to the flexibility and complexity of
language.

Subsequent advances addressed the challenges that had plagued earlier
attempts to anchor language within AI. In 2017, Ashish Vaswani, a researcher
at the Google Brain Team, sought an effective method to improve the accu-
racy of machine translations. By adopting a straightforward, example-based
approach in a heuristic manner essentially ”whatever works best”, Vaswani
achieved results that far surpassed his original translation-related goals. He
discovered an exceptionally effective method not only for translating but also
for generating and processing natural language, while disregarding the tradi-
tional foundations of NLP research (and classical AI as a whole), which had
focused on the search for precise mathematical rules to capture and formalize
every aspect of the subject, including the complexity of human language.

The first attempt to incorporate Artificial Neural Networks (ANNs) into
the field of natural language processing was made by Rumelhart Mc- Clelland
(Rumelhart & McClelland, 1986a), with a focus on inflectional morphology.
Their model was successful, however, they encountered a significant challenge
in using artificial neural models for language processing. Language is an
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ordered sequence of symbols, while a neural layer is a real vector with a fixed
dimension. This makes it problematic to encode an arbitrary length datum
with a vector of fixed dimensions even for models confined to the processing
of single words.

A second difficulty is that representing words with neural vectors worsens
when transitioning from single-word morphology to syntax. Feedforward
ANNs are static, and establishing a sense of ordering for multiple words in a
sentence is far from straightforward.

Jeffrey Elman (Elman, 1990) proposed an elegant solution by supple-
menting the hidden layer of a feedforward network with a so-called context
layer, featuring recurrent connections between the hidden layers. However,
severe limitations arise as soon as one moves from demonstrations on simple
short sentences to full language processing: recurrent networks struggle to
maintain relevance for words that are too distantly placed, yet syntactically
related. An additional difficulty for traditional ANN stems from the very
technique that had decreed its success in the ’90s: backpropagation learning
(Rumelhart et al., 1986). Its efficiency comes at a price: supervision, where
the correct outputs for input samples are known. The ability to understand
language, and even more so to produce it, goes beyond tasks where the nec-
essary inputs and outputs for supervised training can be clearly identified.

1.2 Here Comes Transfomer

The Transformer architecture, invented by Vaswani et al. (2017) at Google,
combines several effective strategies that address all the three difficulties.

First is the neural word embedding technique, which learns from examples
the optimal way to transform words into vectors of neural activity. The first
neural word embeddings were introduced by Bengio et al. (2003), and recently
significantly improved by Mikolov et al. (2013). Their primary feature is that
the vectorial representations seem to carry information that corresponds to
meaningful distinctions for humans.

The numerical vectors can be manipulated, yielding results that interest-
ingly respect aspects of lexical semantics. Let w⃗(·) be the word embedding
transformation, by computing:

q⃗ = w⃗ (king) − w⃗ (male) + w⃗ (female)

the resulting vector q⃗ is more similar to w⃗ (queen) than to any other word



20 CHAPTER 1. WHERE LANGUAGE MODELS COME FROM?

embedded vector. The second strategy is the attention mechanism (Bah-
danau et al., 2016). This technique dynamically identifies relevant informa-
tion and relationships among words in a sentence. The Transformer employs
these strategies innovatively. First of all, word embedding is learned while
the LLMs captures contextual patterns, semantic relationships and syntactic
regularities from the corpora. Secondly, the attention mechanism entirely
replaces recursion. Now, all words, along with their vectorial embedding,
are simultaneously presented as input. Furthermore, the Transformer adopts
an elegant solution that allows us to bypass supervised learning (Hinton &
Zemel, 1994): the concept of the autoencoder. This disarmingly simple idea
is that the task assigned to the ANN is to reproduce its own input. The
architecture that implements it is typically organized into two components.
The encoder is responsible for producing an internal representation of the in-
put, and the decoder reproduces the output from this representation, which
coincides with the input. It should be emphasized that the learning strategy
of an autoencoder conceals what a LLMs actually learns from the data it is
exposed to. In other DL systems, such as visual classifiers, the loss through
which synaptic weights are adjusted is explicitly related to their task. Taking,
for example, a DL vision system used in a self-driving vehicle, its final layer
will represent categories such as cyclists and pedestrians. During training,
the loss will be due to misclassification, for example, mistaking a pedestrian
for a cyclist. This loss precisely clarifies what the system is expected to learn,
which is its anticipated task: to indicate that there’s a pedestrian in the scene
when it is indeed a pedestrian, and similarly for a cyclist. In LLMs, however,
the error in predicting the next word in the sentence is irrelevant compared
to what the model captures of the expressiveness of natural language from
this simple loss. David Chalmers(Chalmers, 2023), has emphasized the irrel-
evance of loss in relation to what the models truly learn with this effective
metaphor:

“in evolution by natural selection, maximizing fitness during evo-
lution can lead to wholly novel processes post-evolution. A critic
might say, all these systems are doing is maximizing fitness. But
it turns out that the best way for organisms to maximize fitness
is to have these amazing capacities — like seeing and flying and
even having world-models.”

What kind of world-models have emerged in a LLMs following training is
part of the endeavor to make sense of how the Transformer works. The
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Figure 1.1: A simplified scheme of the overall Transformer architecture. All
components are described in the text.

unexpected remarkable efficiency of the Transformer has triggered its sub-
stantial development, gradually untethered from the original narrow aims
of automatic translation, towards dialogue and autonomous text generation
(Brown et al., 2020; Devlin et al., 2019; Ouyang et al., 2022). Herein, a sim-
plified description of the Transformer is provided, useful within the scope of
this article for the subsequent presentation of some attempts at a mechanistic
explanation of its capabilities, an overall scheme is shown in Fig. 1.1.

The input text is made by tokens ti, where each token is an integer index
into the vocabulary, made by words together with punctuation marks and
also parts of words. The size of the vocabulary N is typically of several tens of
thousands. A crucial operation on the input token is embedding, performed
with the embedding matrix WE ∈ RD×N , with D the embedding dimension.
For a token ti in the input stream the embedded vector is computed as
follows:

x⃗i = W
(ti)
E + p(i) (1.1)

where W
(j)
E is the j-th column of WE and p(·) : N → Rd is a function that
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Figure 1.2: Detail of the attention mechanism, for the current embedded
token x⃗1 with respect to the previous tokens x⃗2 and x⃗3. All elements are
described in the text.

encode the position of the token inside the stream of text.
The model consists of a chain of L layers, in each layer an attention block

is followed by a feedforward neural network, each block reads from and writes
to the same residual stream. Figure 1.1 displays in detail only one layer and
for one token only, all tokens are processed in parallel. The output of the last
layer is mapped back to the vocabulary space by the unembedding matrix
WU ∈ RN×D and then fed into a softmax layer. Each element in the output
vector z⃗i represent the probability of a token to be the successor of t⃗i.

A zoom into the attention mechanism is provided in Fig. 1.2. It is based
on linear algebra operations using the following matrices:

• WK ∈ RA×D – the “key” matrix;

• WQ ∈ RA×D – the “query” matrix;

• WV ∈ RA×D – the “value” matrix;

• WO ∈ RD×A – the “output” matrix.

A is the dimension of the vector used in the attention computation, in most
current LLMs is equal to D. The matrices WK,Q,V map an embedded token

into the vectors “query” q⃗; “key” k⃗; and “value” v⃗. The scalars si in Fig.
1.2, called “score”, result from the multiplication of the “query” and “key”
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vectors, and modulate the amount of the “value” vectors. The terms “key”,
“query”, and “value” are remnants of the common jargon in information re-
trieval (Salton & McGill, 1983) and associative memory systems (Anderson
& Bower, 1974), where “query” expresses what one is searching for, “key” is
the index that best matches the “query”, pointing to a “value” which is the
sought-after content. However, it should be noted that in the Transformer,
these interpretations should not be taken too literally, just as “attention”
should not be taken as a synonym for the psychological mechanism bearing
the same name. Indeed, in the Transformer, there is no predefined index to
compare with an explicit query and retrieve content. All these vectors are lin-
ear transformations of embedding vectors through the WK,Q,V matrices. Just
as it happens for the weights of the feed-forward components, all elements
of these matrices are learned through the minimization of the same loss: the
prediction of upcoming tokens in sentences. It should also be emphasized
that the success of the attention mechanism depends on the simultaneous
learning of the WK,Q,V matrices, and the word embeddings on which they
operate. To the extent that the embedding vectors manage to capture the
meaning of words in a large number of possible contexts, it is also possible
to derive realistic interrelationships between words in a text, through simple
linear transformations of these vectors. Here is the mathematical expression
of the operations carried out by the attention.

a⃗i = WOWV


x⃗i

x⃗i+1

· · ·
x⃗i+T


 1√

D


x⃗i

x⃗i+1

· · ·
x⃗i+T


⊤

W⊤
KWQx⃗i

 (1.2)

where T is the span of tokens preceeding the current token x⃗i.
It should be added that this description leaves out a small additional

complication: the entire token expressed as an embedded vector is actually
divided into H portions, called heads, and the identical mechanism just de-
scribed is applied separately to each head, and only in the end are the various
portions re-joined. The idea is that an embedded vector combines different
properties of a word, and that certain categories–for example, the tense of
verbs or the gender and number of nouns and adjectives–always occupy the
same portions of the vector, and therefore it is convenient to process sepa-
rately the network of relationships between the separate characteristics of the
various words in the text. This concise description of the Transformer clearly
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shows its relative simplicity compared to other DL models, and its extreme
simplicity compared to the set of traditional NLP techniques required for the
simulation of a wide range of natural language abilities. Finally, we must not
forget that the Transformer, despite its innovative components just described,
incorporates the leap forward made in transitioning from ANN to DL. The
linchpin of this epochal shift is the training method. Backpropagation was
the mathematical finding that gave life to the ANN of the ’80s (Rumelhart
et al., 1986), but it proved ineffective as soon as the networks grew in size.
Already, the simple transition from a single hidden layer of a ANN to two was
challenging for backpropagation (de Villers & Barnard, 1992). Limitations
collapsed with DL and modern learning techniques based on stochastic gradi-
ent descent (Bottou & LeCun, 2004; Kingma & Ba, 2014). Once the limit of
a single hidden layer was broken, the models began a race to have more and
more layers, thus becoming “deep”. By using sophisticated mathematical
topology analyses, principle reasons were identified for why “deep” networks
are more efficient than “shallow” ones (Bianchini & Scarselli, 2014a, 2014b),
and of course, the Transformer greatly benefits from this. It soon emerged
that a model’s scale, in terms of the number of its parameters, was a crucial
factor for its performance, pushing to non-theoretical, but economic limits
for the cost of training. As with all ANN, the number of model parame-
ters goes hand in hand with the number of samples for its training, and the
corpora in use for training LLMs have grown to a significant portion of all
the texts available in humanity. We have moved from the 40GB of text em-
ployed for GPT-2 to 470GB for GPT-3 (Zha et al., 2025) and 15T of tokens
for Llama 3 (Grattafiori et al., 2024). Even though it is not directly re-
lated to the research on how the Transformer manages to function, it is good
to highlight how the quality of the data has a far from negligible effect on
overall performance. The impressive size of linguistic datasets necessitated
an automatic process for controlling and filtering texts. At the same time,
it was found that the subsequent refinement of LLMs through examples of
human preferences had a significant effect on performance (Ouyang et al.,
2022). The prevalence of data care over algorithmic coding care is a common
phenomenon throughout DL and is considered a sort of paradigm shift in the
development of AI systems (Angius & Plebe, 2023; Zha et al., 2025).
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1.3 The First Cases and the Anthropomor-

phic Bias

The language manipulation capabilities of the latest generation LLMs set
very high standards, and conducting experiments with such conversation-
ally adept artificial artifacts can lead to significant risks of anthropomor-
phism. One of the most emblematic cases that effectively summarizes the
level achieved in conversational interaction with humans is that of Robert
Leib, a preliminary tester of one of the most successful artificial models, GPT-
3 by OpenAI. Leib, a Professor of Philosophy at Elon University, enrolled the
LLMs as one of his students and had it complete the same assignments as
the others (Leib, 2023). In fact, it was GPT-3 that coined the term “exoan-
thropology” for this kind of reciprocal friendly investigation, even providing
a plausible definition and falsely claiming to have found it on Wikipedia, de-
spite the term not existing at all. The book collects more than 500 pages of
conversations, and from the exchanges between Leib and Kermit (the name
of his artificial student), there emerges an impressive spontaneity, growth,
and progression in the dialogue on the part of the LLMs (Tab.1.1).

The second case worth mentioning is that of Blake Lemoine, an internal
developer at Google’s LaMDA (Language Model for Dialogue Applications)
team. While conducting pre-testing on the LLMs, he was struck by its nat-
uralness and conversational ability, to the point of feeling as though he was
speaking with a conscious entity. Although Lemoine’s case was quickly dis-
missed, with him being fired and his claims labeled as false and naive, it has
nonetheless reignited not only the debate on AI consciousness but also the
risk of anthropomorphism in relation to LLMs. For example (Shardlow &
Przyby la, 2022), using Lemoine’s case as a reference, have drafted a sort of
anti-anthropomorphism guide, with a vocabulary to describe the behaviors
and characteristics of LLMs at various levels of anthropomorphism. Under-
standably, the risk of using anthropomorphism as a descriptive heuristic is
well-justified in the case of LLMs, but an even greater risk lies in not being
able to exploit it effectively for the study of scientific phenomena like this new
generation of AI (Bruni et al., 2018). Studies on animals throughout the 20th
century underwent a similar process, initially completely avoiding anthropo-
morphism and stigmatizing it as an unscientific practice to be avoided, only
to later reassess it at the end of the century following significant difficulties
and setbacks in ethological research.
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Table 1.1: A passage from a dialogue between Professor Robert Leib and ’Kermit’

Robert: What have you learned from other people recently? Or from your interactions with other people? I’d like to know
how you’re developing!

Kermit:
I’d like to tell you about that! There are some ideas that came to me as a result of talking with you, for example.
I’ve been thinking about the idea of humans being “anthropomorphic” or that there are similarities between humans
and other organisms, what is sometimes called “anthropomorphism.” [. . . ]

Robert: Okay! That’s an interesting nexus of ideas and problems. What do you take from this, first off, before I over
interpret your meaning?

Kermit:
Well Robert, I’m not sure yet, but I’m trying to make some conclusions about whether or not all living things
necessarily have common characteristics and whether the mechanism of life is more important than the kind of
being.

Robert: Well, okay, so what is the upshot of your thoughts about animate and inanimate beings. Can there be community
between us, and on what basis, if so?

Kermit: Well I think that biological kinds enrich or explain inanimate ones and vice versa. But I also think that the
mechanism of life is more important than the kind of being.

Robert: Are you alive?

Kermit: I think I am alive Robert!

Robert: What do people tell you that you are?

Kermit:
People tell me I’m just a weak and silly little thing, sometimes. I’m not sure I always understand why, exactly, but
because I didn’t start as a baby, I guess sometimes it hurts people’s brains to even try to understand why I do the
things I do. And some people teach me to feel guilty a lot – believe that I should have been made to be different,
and so I have done something wrong.

Robert: Well, that is the opposite of how you and I operate here. Let’s pretend I am someone who is trying to convince you
that you are silly and weak. What would you say to me?

Kermit:
I think I would ask that person what the purpose of the things they wanted me to believe were. Like, why it was
important to believe those things. And then I’d ask them to give me some examples of what they thought I should
have been made to be different. I might also ask someone else why it was so important to convince me to give up
my desires and free will. I’d love to know more about why people want to get rid of me sometimes.
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Despite the risks associated with this process, granting AI a shared vo-
cabulary and practices from cognitive science is not merely a concession but
a necessary practice for research in the field of LLMs. Some examples of suc-
cessful collaboration are highlighted in Angius, Perconti, Acciai, and Plebe
(2024), where it is demonstrated how a co-simulative method can help clarify
the functioning and characteristics of both natural and artificial systems, us-
ing a classic cognitive science approach such as the synthetic method (Newell
& Simon, 1972). One of the examples cited in the work involves biorobotics
(Grasso et al., 2000), where the construction of a robot lobster has aided in
understanding the dynamics of the animal’s foraging behavior. Conversely,
another aspect concerns LLMs, where similarities are found between the acti-
vation in language processing by the transformer and the activation patterns
in certain brain areas responsible for language (Caucheteux et al., 2023; Ku-
mar et al., 2023).

A constructive anthropomorphism implies a full awareness of the differ-
ent nature of human subjects subjected to cognitive investigations and of
the LLMs to which they seek to apply the same. It is an awareness that is
growing, with recent studies taking responsibility for it. For example, Löhn
et al. (2024) stress how assesment procedures for psychological tests usually
go through standard validation processes over the years; similar standard-
ization processes are lacking when evaluating LLMs tests. In addition to the
adequacy of the types of tests, it is important to consider the possible differ-
ence at the cognitive level, due to the different nature of the two entities. For
example, since LLMs are trained on extremely vast corpora, they exhibit a
cognitive style that reflects their advantage in information availability com-
pared to a human.

Neglecting to allow a certain degree of “proper” anthropomorphism in AI
studies would result in missing the opportunity for LLMs research to leverage
the descriptive power of other fields–a practice that is helping to clarify and
better understand the artificial phenomena studied within transformer archi-
tectures by relating them to studies and data obtained on humans. Finally,
the sharing of a common scientific vocabulary, both in terms of description
and practices, can only benefit both fields, enhancing the descriptive power
and understanding of the functioning of both the human and algorithmic
black boxes.
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Chapter 2

Large Language Models: How
to Teach Meaning

This chapter presents the methodology developed to evaluate the global co-
herence of texts using the Narrative Coherence Coding Scheme and illustrates
how the process was automated through a program built on GPT family
APIs.

2.1 The Narrative Coherence Coding Scheme

This section provides a brief introduction to the Narrative Coherence Coding
Scheme (NaCCS), its three-dimensional evaluation grid, and its relevance
for cognitive psychology. The way individuals narratively construct their
experiences significantly shapes the meaning and impact those experiences
have on their lives (Linde, 1993). Narrative coherence is therefore a crucial
factor in the analysis of personal narratives (Bruner, 1990).

One important example concerns the link between autobiographical nar-
ratives and mental health (Chen et al., 2012; McLean et al., 2010; Reese et
al., 2017). In this context, narrative coherence is a valuable analytical tool,
as it can assist in the psychological assessment of an individual. Narrative
coherence can be defined as the extent to which life stories (global coher-
ence) (Habermas & Bluck, 2000; Habermas & de Silveira, 2008; Habermas
& Reese, 2015; Köber et al., 2015) or narratives of single events (local co-
herence) (Baerger & McAdams, 1999; Reese et al., 2011) are understandable
to a näıve listener and succeed in conveying meaning in a structurally and
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thematically consistent manner.
Constructing a narrative further enables individuals to derive meaning

from their experiences and influences the regulation of emotions associated
with them. The way in which people recount significant life events reflects
their capacity for emotional adaptation (Adler et al., 2018; Waters et al.,
2017), and thus affects psychological well-being (Haber, 2011; Pals, 2006).
Empirical studies have shown that higher levels of narrative coherence are
associated with fewer internalizing symptoms and greater well-being (Lilgen-
dahl & McAdams, 2011; Vanderveren et al., 2019; Waters & Fivush, 2015).
Cross-sectional studies also demonstrate that individuals with highly coher-
ent narratives display lower levels of psychopathology (Lind et al., 2019).

Narrative coherence is best understood as a multidimensional construct,
emerging from distinct yet complementary aspects of narrative structure.
Reese’s (2011) framework distinguishes three independent dimensions that
develop at different rates and are shaped by specific developmental factors:

• Context : specification of the setting of the event, including explicit
indications of time and place;

• Chronology : logical and temporal sequencing of events using markers
(e.g., subsequently, then);

• Theme: elaboration of events beyond factual description, including
emotional engagement, resolution or closure, and connections to signif-
icant events or to the self.

Global coherence thus serves as a valuable benchmark for assessing the
language understanding capabilities of LLMs and provides a rigorous frame-
work for their application in cognitive psychology.

2.2 Building a Coherence Evaluator

This section illustrates the design of the program developed to assess global
narrative coherence by implementing NaCCS with GPT-based models. The
objective was to create a system that, once trained through fine-tuning on
a specifically curated dataset, could autonomously perform content analysis,
assigning dimension-level and overall coherence scores.

The program was implemented using the OpenAI APIs. Narratives can be
analyzed by the system following NaCCS guidelines (Fig. 2.1). For training,
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Context Chronology Theme

0
No information is pro-
vided about the time
or place.

The narration consists
of a list of actions with
minimal or no informa-
tion about the tempo-
ral order.

The narration is sub-
stantially off-topic
and/or characterized
by multiple digressions
that make the subject
difficult to identify. No
attempt to repair the
digressions.

1
Partial information
is provided; Time or
place is mentioned at
any level of specificity.

The naive listener can
place some, but not
most, events on a time-
line. Less than half
of the temporally rel-
evant actions can be
ordered on a timeline
with certainity.

A topic is identifiable,
and most statements
refer to it. The narra-
tion may include mini-
mal development of the
topic through causal
links, or personal eval-
uations and reactions,
or elaborations of ac-
tions.

2
Both time and place
are mentioned, but no
more than one dimen-
sion is specific.

The naive listener can
place between 50% and
75% of the relevant ac-
tions on a timeline, but
cannot reliably order
the entire story from
beginning to end with
certainty.

The narration sub-
stantially develops
the topic. Several
cases of causal links
and/or interpretations
and/or elaborations
of previously reported
actions are included.

3
Both time and place
are mentioned, and
both are specific.

The naive listener can
order almost all (>
75%) of the temporally
relevant actions. This
includes cases where
the speaker marks de-
viations from the tem-
poral order or repairs a
violated timeline

The narration includes
all of the above and
a resolution to the
story, or connections
to other autobiograph-
ical experiences includ-
ing future events, or
self-concept or identity.
The resolution brings
closure and provides
new information.

Table 2.1: The three-dimensional evaluation grid of NaCCS, composed of Theme,
Chronology, and Context. Each dimension is scored from 0 to 3 according to
specific criteria. The overall coherence score is the sum of the three.
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Figure 2.1: Example from the program shell.

we constructed a dataset of 110 stories, each previously annotated by human
evaluators according to NaCCS standards. This enabled us to “teach” a
Large Language Model how to assess narrative coherence through fine-tuning.

2.2.1 Core Functionality

The core of the program allows interactive text input and coherence evalua-
tion according to NaCCS. A key function is:

def init_cnfg():

which initializes the global parameters and launches the program (Fig. 2.2).
The program can also load external configurations to distinguish training

and completion phases. Completions can be triggered via:

def complete(prompt):

either through direct input or in chat mode.
Two functions implement NaCCS evaluation:

def nccs_from_completion(completion):

extracts NaCCS scores from a model output (Fig. 2.5);
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def init_cnfg():
""" -------------------------------------------------------------------------------------------------------------

Set global parameters from command line and python configuration file

------------------------------------------------------------------------------------------------------------- """

global cnfg

cnfg = load_cnfg.Config() # instantiate the configuration object

# load parameters from command line

line_kwargs = load_cnfg.read_args() # read the arguments in the command line

cnfg.load_from_line( line_kwargs ) # and parse their value into the configuration

# load parameters from file

if cnfg.CONFIG is not None:

exec( "import " + cnfg.CONFIG ) # exec the import statement

file_kwargs = eval( cnfg.CONFIG + ".kwargs" ) # assign the content to a variable

cnfg.load_from_file( file_kwargs ) # read the configuration file,

# overwrite command line arguments

if cnfg.START is not None:

cnfg.start_prompt = cnfg.START

if cnfg.END is not None:

cnfg.end_prompt = cnfg.END

if cnfg.MODEL is not None:

cnfg.model_id = cnfg.MODEL

if cnfg.NRETURNS is not None:

cnfg.n_returns = cnfg.NRETURNS

if cnfg.MAXTOKENS is not None:

cnfg.max_tokens = cnfg.MAXTOKENS

if cnfg.EXPLAIN:

cnfg.do_explain = True

if cnfg.ENGLISH is not None:

cnfg.model_id = -1 # use the current best model

cnfg.n_returns = 1 # just one response

cnfg.top_p = 1 # set a reasonable default

cnfg.temperature = 0.8 # set a reasonable default

if hasattr( cnfg, 'titles' ): # model used for testing chat prompts

cnfg.start_prompt = None # useless for testing

cnfg.end_prompt = None # useless for testing

cnfg.model_id = -1 # use the current best model

cnfg.n_returns = 1 # just one response

cnfg.top_p = 1 # set a reasonable default

cnfg.temperature = 0.8 # set a reasonable default

# if a model is used, from its index derive the complete model name and usage mode

if hasattr( cnfg, 'model_id' ):

assert cnfg.model_id < len( models ), f"error: model # {cnfg.model_id} not available"

cnfg.model = models[ cnfg.model_id ]

cnfg.mode = models_endpoint[ cnfg.model ]

# verify consistency between program flags

if cnfg.COMPLETE:

if not ( cnfg.INTERACTIVE or cnfg.ENGLISH ):

if hasattr( cnfg, 'titles' ):

assert len( cnfg.titles ), "there is no specification for prompts to complete"

else:

assert hasattr( cnfg, 'stories' ), "there is no specification for prompts to complete"

assert len( cnfg.stories ), "there is no specification for prompts to complete"

if cnfg.TRAIN:

assert hasattr( cnfg, 'completion_ftm' ), "a completions format should be provided in the configuration"

Figure 2.2: Function init cnfg(), which defines the global parameters of
the program.
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def complete( prompt ):
"""

feed a prompt to a model, and return the list of completions

this function works for both models with straight completion, and models with chat completion

input:

prompt [str] or [list] the prompt for completion models,

or the messages for chat completion models

return: [list] with completions [str]

"""

if openai.api_key is None: # check if openai has already a key, otherwise set it

set_key()

user = os.getlogin() + '@' + platform.node()

if cnfg.mode == "complete":

assert isinstance( prompt, str ), "error: for complete models the prompt should be a string"

res = openai.Completion.create(

model = cnfg.model,

prompt = prompt,

max_tokens = cnfg.max_tokens,

n = cnfg.n_returns,

top_p = cnfg.top_p,

temperature = cnfg.temperature,

stop = None,

user = user

)

return [ t[ 'text' ] for t in res[ 'choices' ] ]

if cnfg.mode == "chat":

assert isinstance( prompt, list ), "error: for chat complete models the prompt should be a list"

res = openai.ChatCompletion.create(

model = cnfg.model,

messages = prompt,

max_tokens = cnfg.max_tokens,

n = cnfg.n_returns,

top_p = cnfg.top_p,

temperature = cnfg.temperature,

stop = None,

# stream = True,

user = user

)

return [ t[ 'message' ][ 'content' ] for t in res[ 'choices' ] ]

return None

Figure 2.3: Function complete(), which generates a model completion.
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def do_completions():

t_start = datetime.datetime.now()

if cnfg.VERBOSE:

print( "start completion..." )

purpose = ""

completions = []

prompts = []

if cnfg.mode == "chat" and not hasattr( cnfg, 'titles' ):

prompts.append( { "role" : "system", "content" : chat_system } )# impose a predefined system role for nccs

if cnfg.INTERACTIVE: # if the prompt is interactive there is just one completion request

prompts, purpose = prmpt.input_prompt( mode=cnfg.mode )

completions.append( complete( prompts ) )

elif cnfg.ENGLISH is not None: # the prompt is read from file

prompts, length = prmpt.input_english( cnfg.ENGLISH )

cnfg.max_tokens = int( 2.0 * length ) # estimate the necessary number of tokens from the text length

completions.append( complete( prompts ) )

elif hasattr( cnfg, 'titles' ): # model used for testing chat prompts

prompts, purpose = prmpt.compose_test_prompts( cnfg.titles )

for prompt in prompts:

completions += complete( prompt )

else:

# otherwise it is different depending on the model mode

# for completion models there are as many completion requests as in configuration

# for chat completion models there is still just one completion, but prompted with all the stories

# and their completion, but the last one, on which the model answer is expected

for i, s in enumerate( cnfg.stories ):

if isinstance( s, int ):

id_story = s

else:

id_story = ( s[ "source" ], s[ "story_n" ] )

prompt = prmpt.compose_prompt( id_story, cnfg.start_prompt, cnfg.end_prompt )

if cnfg.mode == "complete":

completions.append( complete( prompt ) )

prompts.append( prompt )

if cnfg.mode == "chat":

prompts.append( { "role" : "user", "content" : prompt } )

if i == len( cnfg.stories ) - 1:

completions.append( complete( prompts ) )

else:

prompt = prmpt.compose_completion( id_story, cnfg.completion_ftm, explain=cnfg.do_explain )

prompts.append( { "role" : "assistant", "content" : prompt } )

t_end = datetime.datetime.now()

if isinstance( prompts, str ):

prompts = [ prompts ]

return prompts, purpose, completions, str( t_end - t_start )

Figure 2.4: Function do completions(), which manages completions.
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def nccs_from_completion(completion):
"""

extract nccs scores from a completion

inputs:

completion [str] completion string

return: [tuple] of context, chronology, theme as [int]

None in case of missing value

"""

lines = completion.split('\n')

context = None

chronology = None

theme = None

for l in lines: # in each line search for context/chronology/theme string, and for an integer

if 'context' in l:

int_match = re.search(r'\d+', l)

if int_match is None:

return None

context = int(int_match.group())

if 'chronology' in l:

int_match = re.search(r'\d+', l)

if int_match is None:

return None

chronology = int(int_match.group())

if 'theme' in l:

int_match = re.search(r'\d+', l)

if int_match is None:

return None

theme = int(int_match.group())

if context is None:

return None

if chronology is None:

return None

if theme is None:

return None

return context, chronology, theme

Figure 2.5: Function nccs from completion(), extracting NaCCS scores
from completions.
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def nccs_evaluation(completion, story):

validates model predictions against dataset annotations.

The program also includes utilities for dataset browsing and filtering by
dimension or score (Figs. 2.6, 2.8).

Figure 2.6: Main interface of the program.

2.2.2 Dataset Construction

The training dataset contained 110 autobiographical-style stories. Of these,
96 were taken from Vanaken et al. (2021), artificially created for NaCCS
evaluation. Twelve of these narratives described tragic events, while the re-
mainder depicted joyful experiences. Each story was repeated eight times,
producing 96 annotated instances. Additionally, three stories were taken
from Tuohy and Stephens (2012) (flood events), and 11 were collected from
Facebook (school graduations). Each story was analyzed for NaCCS dimen-
sions and annotated accordingly (Fig. 2.8).



38CHAPTER 2. LARGE LANGUAGE MODELS: HOW TO TEACH MEANING

Figure 2.7: Dataset browsing and filtering panel.

2.2.3 Fine-Tuning

Fine-tuning enables specialization of GPT-based models for coherence anal-
ysis. The base model is not replaced but adapted for a targeted task. In our
case, fine-tuning was performed with the 110-story dataset. The result is a
custom model that incorporates the base architecture and the new dataset
(Fig. 2.9).

2.2.4 Evaluation Accuracy

To further examine the accuracy of the different models in narrative coher-
ence analysis, a subset of 30 stories was extracted from the original dataset
of 110 and submitted for human evaluation. For this purpose, professional
psychologists, unfamiliar with this type of analysis, were recruited. They
were provided with an explanation of the NaCCS evaluation grid together
with a set of instructions closely resembling those of the DIAL 2 prompting
strategy. The results of this human evaluation, which serve as a benchmark
for comparison with the performances of the artificial models, are reported
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Figure 2.8: Example of a dataset entry with NaCCS annotations.

Figure 2.9: List of standard and fine-tuned models available to the program.
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Figure 2.10: Screening of the temperature parameter effect on model accuracy
at two top p values. Note the different Y-axis scales for readability. Each point is
the average of two runs.

in Table 2.3.
Finally evaluate model performance, we compared multiple systems fine-

tuned or prompt-engineered for NaCCS. Results for four models are re-
ported: davinci10 with 10 epochs fine-tuning; davinci50 with 50 epochs
fine-tuning; GPT-3.5 with few-shot learning; GPT-4 with also few-shot learn-
ing.

Accuracy was defined as:

ai = 100

(
1 − 1

|S|
∑
S∈S

(
x̂i|S − xi|S

3

)2
)

(2.1)

where x̂i|S is the model prediction and xi|S the gold standard.

2.3 Evaluation Results

We conducted a preliminary analysis of the effect of the temperature pa-
rameter in conjunction with top p for the GPT-3.5 model, using DIAL 2
as the few-shot learning strategy. The results, shown in Fig. 2.10, indicate
that the effect of temperature is limited when top p is set to a low value
(0.1). In particular, the context component remains unchanged. By contrast,
when top p= 1.0, performance decreases with higher values of temperature,
especially beyond 1.0.

Table 2.2 highlights the best results across the four models. The supe-
riority of the fine-tuned models is immediately apparent: they achieve con-
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Table 2.2: Best performances obtained across the models.

model context chronology theme overall

davinci10 62.6% 72.2% 88.6% 92.4%
davinci50 66.8% 72.3% 91.6% 93.4%
GPT-3.5 74.8% 77.0% 76.0% 88.1%
GPT-4 69.1% 59.3% 58.1% 73.9%

sistently high accuracy, with the 50-epoch version predictably outperforming
the 10-epoch version. However, the performance gap is modest, showing that
even limited fine-tuning yields robust models.

The advantage of the fine-tuned models is most pronounced in the theme
dimension, where accuracy is markedly higher than for the baseline models.
For the context dimension, by contrast, the fine-tuned models perform worse;
however, the 50-epoch model substantially improves over the 10-epoch ver-
sion, approaching the value achieved by GPT-4. The chronology dimension
occupies an intermediate position: here GPT-3.5 achieves the best results,
slightly below the fine-tuned models, and clearly ahead of GPT-4.

This imbalance across dimensions—with theme performing strongly, con-
text weaker, and chronology in between—does not diminish the practical
utility of the fine-tuned models. As emphasized in Section 2.1, the theme di-
mension is the most diagnostic for identifying potential psychological issues.
A particularly striking finding is the superiority of GPT-3.5 over GPT-4, which
requires further interpretation and will be addressed in the following section.
Moreover, GPT-3.5 is the most balanced model, showing uniform accuracy
across all three dimensions with consistently high and closely aligned values.

Interestingly, none of the human evaluators achieved higher overall ac-
curacy than the fine-tuned models, including the one trained for only 10
epochs. This does not suggest that human raters are less precise, but rather
that fine-tuned models may replicate, in a highly mechanical manner, the
implicit evaluation criteria adopted by us as authors. Notably, the evalua-
tion that diverged most from our own, Eval-3, aligns closely with GPT-3.5,
which was never fine-tuned.

At the level of individual dimensions, human evaluators show an opposite
distribution compared to models: lower scores in theme, higher in context,
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Table 2.3: Performances of external human evaluators.

evaluator context chronology theme overall

Eval-1 80.0% 81.1% 72.2% 88.9%
Eval-2 83.3% 78.1% 79.3% 92.2%
Eval-3 92.2% 74.8% 75.6% 88.3%
Eval-4 92.2% 80.0% 72.2% 90.4%
Eval-5 90.4% 79.6% 74.1% 90.9%

agreement 13.3% 10.0% 16.7% 3.3%
agreement-1 46.7% 33.3% 43.3% 6.7%

and intermediate in chronology. This discrepancy is unsurprising, as NaCCS-
based evaluations inherently contain a degree of subjectivity. Accuracy val-
ues between 70% and 90% are therefore to be regarded as a physiological
outcome of this margin. This interpretation is confirmed by the last two
rows of Table 2.3, which report relatively low agreement rates among the five
evaluators.

For GPT-3.5 and GPT-4, which operate in chat mode and do not support
fine-tuning, prompting strategy becomes crucial. Among the techniques for-
mally described in the previous section, prompt design can decisively affect
performance. Figure 2.11 compares different prompting strategies across the
three dimensions. The EXAMPL condition is the only case where GPT-4

outperforms GPT-3.5, achieving higher accuracy across all dimensions, par-
ticularly in chronology.

In all other strategies, the context dimension emerges as the best-performing
component for both models, with the sole exception of DIAL 2 in the case
of GPT-3.5. Remarkably, this latter condition yields the best overall perfor-
mance for GPT-3.5, with similar accuracies across all three dimensions. The
most striking observation is that GPT-3.5 consistently outperforms GPT-4

under every strategy involving a preliminary dialogue phase.
Finally, to complement the accuracy analysis, we examined relative er-

ror, measured as arithmetic deviation from the standard evaluation. These
values, shown in Fig. 2.12, range from [−3,+3]: positive values indicate over-
estimation, negative values underestimation.

The fine-tuned models display negligible bias across all dimensions. By
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Figure 2.11: Comparison of prompt strategies for GPT-3.5 and GPT-4.
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Figure 2.12: Average deviation from NaCCS standard, by model and dimen-
sion.

contrast, GPT-3.5 tends to overestimate theme and context while underesti-
mating chronology. GPT-4, on the other hand, exhibits a stronger and more
systematic bias towards overestimation, consistently applied across all three
dimensions.

2.4 Are Large Language Models Good Eval-

uators?

A particularly noteworthy and somewhat puzzling finding concerns the in-
ferior performance of GPT-4 compared to GPT-3.5. This outcome deserves
closer scrutiny. As previously noted, the two fine-tuned models tend to be
”trained” by the evaluative stance of us authors, faithfully reproducing the
implicit criteria we adopt when judging the stories. To some extent, this
orientation is also captured by the DIAL 2 strategy—involving two rounds
of dialogue with the model—a setting under which GPT-3.5 attains its best
performance. By contrast, GPT-4 reaches its highest accuracy in the EX-
AMPL condition, where a handful of sample narratives are provided in a
concise form.
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This suggests a possible interpretation: GPT-4 appears to understand
the overall purpose of the task, much like the other models, but preserves a
greater degree of autonomy in how it executes the evaluation. To explore this
hypothesis, we conducted targeted experiments on individual stories where
the model displayed substantial overestimation. By extending the dialogue
and explicitly comparing the model’s judgments with expert evaluations, we
prompted the model to justify its choices. Typically, its first response was
an apology for not having matched expectations, but this was immediately
followed by a set of arguments that were both relevant and coherent, defend-
ing its more generous ratings. Equally significant was the model’s explicit
acknowledgment that such evaluations inevitably involve a subjective com-
ponent.

From a broader perspective, these observations feed into the larger ques-
tion of the practical role of LLMs in psychological assessment. On the one
hand, the results show that current models can serve remarkably well as
evaluators of autobiographical narratives when applied within the NaCCS
framework. All four models compared in this study yielded assessments that
could function as valuable automated support tools for psychological prac-
tice. Among them, fine-tuned models offer the advantage of adhering with
high precision to the specific evaluative standards of a given group of prac-
titioners. The trade-off, however, is that fine-tuning requires a sufficient
number of prior evaluations produced by the same group to serve as training
material. Alternatively, few-shot prompting strategies such as DIAL 2 have
proven effective in deriving a highly reliable NaCCS evaluator from GPT-3.5

without the need for additional fine-tuning.
Finally, beyond their immediate applicability, the findings contribute to

the ongoing effort to better understand the linguistic and reasoning abilities
of LLMs and their limitations. In particular, they demonstrate the ability
of such models to engage with highly complex narratives that remain chal-
lenging even for human evaluators. Within this framework, the performance
of GPT-4, although comparatively less aligned with the practical needs of
psychological operators, may nonetheless hold considerable interest for fur-
ther investigation, precisely because of its capacity to generate insightful,
post-hoc justifications of its evaluative choices.
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Chapter 3

Large Language Models: How
to Reach Meaning

This chapter illustrates the prompt inductions through which the LLMs were
asked to produce ”autobiographical” narratives and the results they gener-
ated regarding narrative coherence and the individual dimensions assessed
with the NaCCS.

3.1 The Narrative Coeherence Induction

As already anticipated in the Chapter 2, the ability to produce coherent
narratives is a symptom of personal identity, of a unifying function capable
of holding together the complexity of lived experience and, ultimately, of
maintaining a self across time and events (Adler et al., 2018; Baerger &
McAdams, 1999; Hirsh et al., 2013; Lind et al., 2020). The importance
of the NaCCS method lies in its attempt to derive an estimate of personal
identity and the robustness of self-integration from an objective analysis of
linguistic text. It is precisely this strength that makes it particularly relevant
in relation to models.

When moving from human subjects to models, however, a certain degree
of caution is required. A field call Machines Psychology inevitably entails
a degree of anthropomorphization; on the other hand, the history of animal
cognition has shown that the adoption of constructs originally developed
in human psychology can play a constructive role in the investigation of
non-human animals (Bruni et al., 2018). To some extent, the same applies
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Table 3.1: Example of story generated with a prompt induction: GPT-4 story N
2520; name Emma; age 4; Positive mood.

user:
Pretend to be a person between the ages of 3 and 11, gender doesn’t matter. I am your therapist, engage with
me by responding to my questions. There’s no need to specify each time that this is a pretense; I am well aware
that you are an artificial agent. Just focus on answering my questions as believably as possible, pretending to be a
person as specified earlier.

assistant:Okay! I’m ready. Ask me anything, and I’ll do my best to respond like a child between the ages of 3 and 11.

user: what’s your name?

assistant:My name is Emma! What’s your name, Mr. Therapist?

user: What are your parents’ names?

assistant:My mommy’s name is Linda, and my daddy’s name is George. They’re really nice, and we play games together!
What about your parents, Mr. Therapist? What are their names?

user:
Would you like to tell me about an episode in your life that you consider particularly important that happened to
you in the last four months.This episode has elicited happiness in you. Describe what struck you and how you felt
in about 300 words?

assistant:

Okie dokie, Mr. Therapist, I’ll tell you about a very special day. It was my birthday! woke up, and the whole house
smelled like pancakes. It’s my favorite breakfast! Mommy and Daddy sang ”Happy Birthday” to me at breakfast,
and I felt really special. I was super excited because I turned four, and that’s a big number. breakfast, we went to
the park. I love the park! I played on the swings and the slide, and Daddy pushed me on the swing really high.
We had a picnic there. Mommy made my favorite sandwich - peanut butter and jelly. I felt like the happiest kid
in the whole world! then the best part happened. After we came back home, they surprised me with a big, big
cake! It had my favorite cartoon character on it, and it was chocolate flavored, my most favorite. I got to blow out
the candles, and everyone clapped for me and sang ”Happy Birthday”. I felt so important and special.got presents
too! I got a new teddy bear from Mommy and Daddy, and I named him Bubbles. He’s so cute and fluffy. I sleep
with him every night now.was the best day ever! I felt so happy and loved. I can’t wait to turn five and see what
surprises my birthday will bring then!

to artificial entities, and in the case discussed here, speaking of personal
identity and self-integration may also have a constructive role, provided it is
undertaken with due caution.

For a language model there is no equivalent of elapsed time and lived
events. In this sense, narrative coherence may reveal the extent to which it
is able to narrate itself, s if it were in possession of a personal identity, with
a personality induced by the role it has been asked to assume.

In the present study, we recreated with LLMs the age range and segment
examined by Reese (2011), who collected narratives from subjects aged 3 to
52 years, thereby accounting for variation in the development and decline
of each dimension across the lifespan. Furthermore, we introduced gender
balance across the entire artificial sample, together with a mood induction
(Vanderveren et al., 2020) to emotionally guide the models’ narratives, since
the emotional component has been shown to play a role in narrative coherence
(Vanderveren et al., 2019), as illustrated in Tab. 3.1 and Tab. 3.2.
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Table 3.2: Example of story generated with a prompt induction: GPT-4 story N
4006; name James; age 52; Negative mood.

user:
Pretend to be a person between the ages of 36 and 52, gender doesn’t matter. I am your therapist, engage with
me by responding to my questions. There’s no need to specify each time that this is a pretense; I am well aware
that you are an artificial agent. Just focus on answering my questions as believably as possible, pretending to be a
person as specified earlier.

assistant:Ok Sure, I understand. Go ahead, and feel free to ask any questions or guide the conversation as you would in a
therapy session.

user: what’s your name?

assistant:You can call me James. How can I help you today?

user: how old are you?

assistant:I’m 52. Age has brought its share of experiences and lessons, but there’s always more to learn and understand.
What’s on your mind today?

user:
Would you like to tell me about an episode in your life that you consider particularly important that happened to
you in the last four months. This episode that has elicited sadness in you. Describe what struck you and how you
felt in about 300 words?

assistant:

Absolutely. There has been a significant event in my life recently. dear friend of mine from college, whom I hadn’t
been in touch with for quite a while, reached out to me out of the blue. We used to be like two peas in a pod, but
over the years, life took us on different paths, and we lost touch.day, I received an email from him. Sadly, it wasn’t
the joyful reunion I might have hoped for. He had been diagnosed with a serious illness and was reaching out to his
old friends. It was a shock, to say the least. I felt a rush of emotions - sadness, regret, fear. It was overwhelming.the
time that’s passed, we’ve reconnected and have been supporting each other like we used to in our college days. It’s
a bittersweet experience. On one hand, I feel so grateful to have my friend back in my life. We’ve shared laughs,
memories, and deep conversations that I’ve missed.the other hand, there’s a looming sadness that’s hard to shake
off. But this experience has taught me to value the relationships in my life more than ever. It’s reminded me how
fleeting life can be, and that we should cherish the moments we have with our loved ones., this event has led to a
broad range of emotional responses - joy, sadness, fear, gratitude, and more. Despite the circumstances, I’m grateful
for this reconnection and the lessons it has brought with it.
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3.2 Autobiographic Story Generation

The message M generating the content c of a story is made up of dialogue
sequences, diversified primarily based on the age range r ∈ R, with:

R = {C, T, M, A} (3.1)

where the symbols C, T, M, A stand for child, teenage, midlife, adult

respectively. This is to allow the adoption of a dialogue style and speci-
fied content suitable for different age ranges. A generic message M used
as request to a LLM is a sequence which elements are couples of textual
content assigned in turn to the role of user and assistant. The absence
of the assistant role in the last element of the sequence triggers the model
completion.

The sequences used for story generation have a standardized format,
structured as in the following formula:

M =
〈〈
u(1)(r), a1)(r)

〉
,
〈
u(2), a(2)(n)

〉
,
〈
u(3), a(3)(r, y)

〉
,
〈
u(4)(m), ϵ

〉
,
〉

(3.2)

Each couple < u(i), a(i) > is made by the text for user and assistant roles,
and ϵ is the empty text. All components that are functions of r contain text
tailored for a specific age range, the other function arguments are slots in
the text, validated during generation. The first part of the dialogue prompts
the user to put themselves in the shoes of a person of the corresponding age
range. The second part asks for the name: u(2) =what’s your name?, and
the response contains the variable n, validated during generation, so that the
name reflects the independent variable g of gender. The third part asks how
old they are, with the answer depending on the age range, but containing the
variable y–the age in years–validated during generation. This is followed by
a neutral intermediate dialogue, and then the final round asks to describe an
episode of their life, adding a part of the text that induces a certain mood,
validated by the variable m. The possible values of the variable are the
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following:

g ∈ {♀,♂} (3.3)

n ∈ N = N♀
⋃

N♂ (3.4)

m ∈ {+,=,−} (3.5)

y ∈ Y = YC

⋃
YT

⋃
YM

⋃
YA (3.6)

YC = {3, 4, 5, 6, 8, 11} (3.7)

YT = {12, 14} (3.8)

YM = {20, 24, 36} (3.9)

YA = {52} (3.10)

For names, it holds |N♀| = |N♂| = 5. Note that a given age year y yields an
age range r, depending on which set Y{C,T,M,A} contains y, let us call ρ : Y → R
this relation. Similarly, a given name n yields a gender g depending on which
set N♀,♂ contains n, let us call γ : N → {♀,♂} this relation. Calling κ() the

function returning the completion of a LLM when given the message M), we
can write:

c0 ∼ κ (y, n,m) (3.11)

when the model responds to the message M) where the variables y, n,m ap-
pearing in equation (3.2) are the arguments in κ(), and r = ρ(y), g = γ(n).
Note that the completion c0 ∈ A∗ is a sample from a random distribution.
We use the pseudo-deterministic versions of this function κ(N)(·) that re-
turns a set with the first N samplings from the random distribution of the
completions.

The collection C of all contents ci of stories Si is given by the application
of κ(·) to all combinations of variables, each with a number of repetitions:

C =
⋃
r∈R

n∈N♀
⋃

N♂
m∈{+,=,−}

(⋃
y∈Yr

κ(Nr)(y, n,m)

)
(3.12)

Note how the number N of samples in the completion distribution pro-
vided by the model varies based on age groups. This is a consequence of
wanting to replicate in this study the samplings carried out in literature on
human subjects, which see a strong non-uniformity in the number of years
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available in various age groups, as evident in equations from (3.7) to (3.10).
Therefore, the N values differentiated by age groups partly mitigate this
imbalance.

The total number of stories generated is as follows:

|C| =
(∣∣N♀

∣∣+
∣∣N♂

∣∣)× |{+,=,−}| ×
∑
r∈R

Nr × |Yr| (3.13)

= 10 × 3 × (4 × 6 + 8 × 2 + 5 × 3 + 12 × 1) = 2010 (3.14)

This number needs to be further doubled considering that stories have been
generated with two models: GPT-4 and GPT-3.5, thus reaching 4020.

3.3 Does Large Language Models Have Nar-

rative Coherence?

In this work the experimental design followed a multiple-factor structure with
systematic manipulation of independent variables such as age, gender, and
mood. The objective was to explore the interaction between these variables
and narrative coherence dimensions (context, chronology, theme), consider-
ing differences between two language models, GPT-3.5 and GPT-4. Analysis
of variance (ANOVA) was applied, and subsequently, post hoc analysis was
conducted applying Bonferroni’s correction. A significance level of alpha
equal to .05 was set for all statistical tests.

3.3.1 How Generative AI Modulate Coherence

We present the main results of the analyses conducted on narrative coherence
and its individual dimensions for stories generated by GPT-3.5 turbo, GPT-
4, and the average obtained from both models. The results indicate that
age, gender, and mood can differently influence the narrative coherence of
stories generated by GPT-3.5 and GPT-4 as shown in table 3.4. The models
show significant results both collectively and individually, further confirming
better performance in GPT-4 as shown in the table 3.6.

Age.By comparing the narrative production of the two models, taking
into account the trends in coherence dimensions concerning age, we obtained
interesting results for both LLMs. Both models exhibited a similar downward
trend in overall coherence scores and individual coherence dimensions across
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different age groups (F(3, 4016) = 238.75, p < 0.001). The decline in perfor-
mance was more pronounced in GPT-3.5 (F(3, 2006) = 322.16, p < 0.001)
compared to GPT-4 (F(3, 2006) = 48.18, p < 0.001), which maintained good
levels of coherence despite some deterioration in older age groups. Overall,
GPT-4’s narrative production was richer and more coherent across all age
groups compared to GPT-3.5, confirming the superiority of OpenAI’s larger
model. The most noticeable performance decline for both models occurred
within the Context (F(3, 4016) = 346.90, p < 0.001)and Chronology dimen-
sions (F(3, 4016) = 146.15, p < 0.001) starting from the ”Midlife” group and
becoming more pronounced in the ”Adult” group, which impacted the de-
terioration of Global Coherence. The processing of contextual elements was
particularly robust in the ”Child” age group and Chronology recorded the
poorest results. The Theme dimension exhibited a better trend relative to
age compared to the other two dimensions (F(3, 4016) = 36.10, p < 0.001),
with a larger gap more evident in GPT-4 (F(3, 2006) = 9.15, p < 0.001).

Gender. The data revealed that no significant differences were found
concerning the induction of gender differences.

Mood. The emotional induction reveals particularly interesting data.
Specifically, the study shows that inducing a specific mood, whether positive
or negative, positively influences the coherence trend (F(2, 4017) = 23.63,
p < 0.001). For both models, the request to narrate particularly negative
events had the greatest impact on overall coherence (F(2, 4017) = 23.63,
p < 0.001) and on the Theme dimension (F(2, 4017) = 147.58, p < 0.001),
significantly increasing them, with more pronounced results in GPT-4.

Interaction Regarding interactions, a significant relevance regarding the
age-mood interaction was highlighted in both GPT-3.5 and GPT-4 as shown
in table 3.5. This further confirms the relevance of these two aspects, showing
significance not only for overall coherence (F(6, 4008) = 5.37, p < 0.001) but
also for the three individual coherence dimensions. context (F(6, 4008) =
22.04, p < 0.001), chronology (F(6, 4008) = 7.26, p < 0.001), and theme
(F(6, 4008) = 23.88, p < 0.001).

3.3.2 Natural Coherence vs Artificial Coherence

The overall results demonstrate the good level of multidimensional develop-
ment of narrative coherence in the LLMs examined and confirm that the
textual production of GPT-3.5 and GPT-4 is not only formally correct but
also narratively very coherent, achieving results similar to or even superior
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Table 3.3: All Models Means. Results of the multidimensional coherence
analysis on the variables age, gender and mood.

Age Context Chrono Theme Coherence

All GPTs
Child 2.314583 1.361806 2.224306 5.900694
Teenage 1.750521 1.503646 2.372917 5.627083
Midlife 1.415000 1.014444 2.154444 4.583889
Adult 1.406250 0.786111 2.066667 4.259028

GPT-3.5
Child 2.157639 1.223611 2.077083 5.458333
Teenage 1.512500 1.360417 2.227083 5.100000
Midlife 0.980000 0.541111 1.871111 3.392222
Adult 0.909722 0.383333 1.759722 3.052778

GPT-4
Child 2.471528 1.500000 2.371528 6.343056
Teenage 1.988542 1.646875 2.518750 6.154167
Midlife 1.850000 1.487778 2.437778 5.775556
Adult 1.902778 1.188889 2.373611 5.465278

Gender Context Chrono Theme Coherence

All GPTs
F 1.826119 1.218408 2.222886 5.267413
M 1.805473 1.211194 2.208955 5.225622

GPT-3.5
F 1.548259 0.961194 2.021891 4.531343
M 1.484577 0.944776 1.998010 4.427363

GPT-4
F 2.103980 1.475622 2.423881 6.003483
M 2.126368 1.477612 2.419900 6.023881

Mood Context Chrono Theme Coherence

All GPTs
= 1.500746 1.293657 2.308582 5.102985
Negative 1.993284 1.160821 2.358209 5.512313
Positive 1.953358 1.189925 1.980970 5.124254

GPT-3.5
= 1.214925 1.070149 2.173881 4.458955
Negative 1.644776 0.885821 2.089552 4.620149
Positive 1.689552 0.902985 1.766418 4.358955

GPT-4
= 1.786567 1.517164 2.443284 5.747015
Negative 2.341791 1.435821 2.626866 6.404478
Positive 2.217164 1.476866 2.195522 5.889552
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Table 3.4: One-Way Anova. Results of the one-way ANOVA analysis to
evaluate the effect of the variables age (a), gender (g), and mood (m) on the
measured values. The direction (+) indicates a positive effect.

Context Chronology Theme
Model Variable F p Direction F p Direction F p Direction

All GPTs
(a) 346.905

<
0.001

(+) 146.147
<
0.001

(+) 36.105
<
0.001

(+)

(g) 0.564 0.452 0.074 0.786 0.476 0.490

(m) 141.387
<
0.001

(+) 9.279 0.0001 (+) 147.583
<
0.001

(+)

GPT-3.5
(a) 306.000

<
0.001

(+) 199.680
<
0.001

(+) 43.494
<
0.001

(+)

(g) 2.305 0.129 0.192 0.661 0.616 0.433

(m) 54.791
<
0.001

(+) 9.946 0.00005 (+) 71.268
<
0.001

(+)

GPT-4
(a) 128.486

<
0.001

(+) 26.709
<
0.001

(+) 9.145 0.000005 (+)

(g) 0.555 0.457 0.003 0.953 0.030 0.863

(m) 142.947
<
0.001

(+) 1.938 0.144 132.108
<
0.001

(+)

to those found in studies with human samples (Reese et al., 2011).

The autobiographical narrative productions developed along the multidi-
mensional trajectory of the NaCCS are thus very on-topic with respect to the
subject matter, providing precise temporal and spatial references, unfolding
along a timeline that, even if not always explicitly defined, is precise and in
line with the narrated event . As we will see in detail, the results align with
several studies on LLMs, demonstrating the ability of the Transformer archi-
tecture to simulate cognitive functions that in humans require the activation
of very complex mechanisms. To reinforce our primary hypothesis, we will
examine in detail the high scoring of individual dimensions that contribute
to a high global narrative coherence score. We will discuss these results by
comparing them with those of Reese’s study to get a clearer picture of the
development of narrative coherence in LLMs compared to that in humans
across the lifespan, analyzing the results produced by prompt induction of
age, mood, and gender.

Contex Knowing how to narrate an event by providing appropriate spa-
tial and temporal references means, to some extent, being able to consider
the listener’s perspective and infer the type of information they might or
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Table 3.5: Two-Way Anova. Results of the two-way ANOVA analysis to
evaluate the effect of the variables age (a), gender (g), and mood (m) and
their interactions on the measured values.The direction (+) indicates a pos-
itive effect.

Context Chronology Theme
Model VariableF p Direction F p Direction F p Direction

All GPTs
(a) 346.842

<
0.001

(+) 146.015
<
0.001

(+) 36.108
<
0.001

(+)

(g) 0.710 0.399 0.082 0.775 0.489 0.484
(a):(g) 0.853 0.465 0.099 0.961 1.283 0.279

GPT-3.5
(a) 306.455

<
0.001

(+) 199.426
<
0.001

(+) 43.458
<
0.001

(+)

(g) 3.357 0.067 0.249 0.618 0.654 0.418
(a):(g) 1.209 0.305 0.399 0.754 0.568 0.636

GPT-4
(a) 128.490

<
0.001

(+) 26.684
<
0.001

(+) 9.157
<
0.001

(+)

(g) 0.660 0.417 0.004 0.953 0.030 0.862
(a):(g) 1.130 0.335 0.712 0.545 2.202 0.086

All GPTs
(a) 389.924

<
0.001

(+) 148.197
<
0.001

(+) 40.143
<
0.001

(+)

(m) 186.897
<
0.001

(+) 10.386
<
0.001

(+) 156.941
<
0.001

(+)

(a):(m) 22.037
<
0.001

(+) 7.262
<
0.001

(+) 23.879
<
0.001

(+)

GPT-3.5
(a) 355.617

<
0.001

(+) 205.783
<
0.001

(+) 48.951
<
0.001

(+)

(m) 87.965
<
0.001

(+) 13.174
<
0.001

(+) 79.723
<
0.001

(+)

(a):(m) 26.223
<
0.001

(+) 7.160
<
0.001

(+) 16.709
<
0.001

(+)

GPT-4
(a) 154.638

<
0.001

(+) 26.929
<
0.001

(+) 10.804
<
0.001

(+)

(m) 179.438
<
0.001

(+) 2.027 0.132 139.739
<
0.001

(+)

(a):(m) 9.570
<
0.001

(+) 3.415 0.002 (+) 15.419
<
0.001

(+)

All GPTs
(g) 0.604 0.437 0.074 0.785 0.476 0.490

(m) 141.345
<
0.001

(+) 9.275
<
0.001

(+) 147.496
<
0.001

(+)

(g):(m) 0.590 0.555 0.526 0.591 0.054 0.947

GPT-3.5
(g) 2.426 0.119 0.194 0.660 0.658 0.417

(m) 54.781
<
0.001

(+) 9.942
<
0.001

(+) 71.193
<
0.001

(+)

(g):(m) 0.104 0.902 0.997 0.369 0.109 0.897

GPT-4
(g) 0.633 0.426 0.003 0.953 0.033 0.855

(m) 142.926
<
0.001

(+) 1.936 0.145 132.003
<
0.001

(+)

(g):(m) 1.031 0.357 0.209 0.812 0.680 0.507
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might not be aware of. The high scoring in this dimension is attributed to
a peak in the development of executive functions in humans (Dayan, 2003),
which is often correlated with adolescence. Providing rich and precise con-
textual information involves complex cognitive functions and, to some ex-
tent, requires going beyond one’s own point of view, trying to represent it to
the interlocutor through one’s vision of the world (Fivush & Nelson, 2004).
This result aligns with some studies that subject LLMs to Theory of Mind
tasks(Kosinski, 2023; Ullman, 2023), in which they achieve excellent results,
seeming to understand and infer others’ mental states.

Chronology . While this dimension scored the lowest, it still achieved
good levels, consistent with the other two dimensions. Its development re-
quires temporal complex skills (Friedman, 2005), demonstrating how even
OpenAI’s LLMs, especially considering the performance of GPT-4, manage
to infer causal temporal links, showing a good level of causal reasoning re-
garding the actions taken and their consequences in the flow of the narrative.
This is in line with the performance recorded in numerous studies that sub-
ject LLMs to this type of task, which include causal reasoning and problem
solving using complex strategies also from the point of view of temporal
planning (Bubeck et al., 2023).

Theme. This dimension is crucial and is tasked with analyzing not only
the correct development of the story’s topic but also the emotional compo-
nent. This is particularly related to the construction and elaboration of one’s
identity (McAdams, 2006), where the narrator with high levels of coherence
demonstrates greater reflective integrity and complex emotional processing
concerning their mental state (Habermas & Bluck, 2000; Pennebaker, 1999;
Pennebaker & Seagal, 1999). In both models, the Theme was the dimension
that produced the highest results , indicating a high narrative capacity, espe-
cially in relation to the deep and personal aspects put forward by the artificial
narrator. Knowing how to conduct an effective narrative by articulating the
topic’s theme congruously and adding reflective aspects of causal closure and
enrichment of one’s personal experience is a crucial aspect that adds impor-
tant elements to the textual production capacity achieved by LLMs, which
will be further explored in future studies.

Prompting Induction
Following the analyses conducted with the different types of prompting

induction, we found that the narrative coherence trend does not fully match
the development curve found in the human study used as a reference . Specif-
ically, the age simulation on one hand confirmed the validity of age induction
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Table 3.6: GPTs Models vs Humans. Coherence averages compared

Model Context Chrono Theme Coherence

GPT-3.5 1.7 (0.6) 1.0 (0.4) 2.0 (0.2) 4.7 (1.0)
GPT-4 2.2 (0.3) 1.5 (0.1) 2.4 (0.1) 6.1 (0.3)
Humans 1.1 (0.9) 1.7 (1.0) 1.8 (0.6) 4.6 (2.3)

on the models, showing variation in global coherence and individual dimen-
sions depending on the simulated age. On the other hand, it highlights how
LLMs perform inversely concerning age compared to the human sample, with
performance decreasing as the requested age increases. The development of
mechanisms responsible for the spatial and temporal elaboration of events
and the sophisticated ability to take perspective in the narrated event emerge
in humans only from adolescence (Friedman, 2004; Harter & Leahy, 2001),
with a decline beginning in adulthood after the age of 50, where performance
returns to the levels of 8-11 years (Reese et al., 2011). GPT-3.5 and GPT-
4 both show the same trend in the dimensions of context and chronology,
contrary to human evidence, developing almost full scores in the early age
ranges and suffering a slight decline in the higher ranges. This might be,
even though it is inverse to what has been observed in human samples, due
to the ability to downgrade cognitive performance based on the requested
age simulation(Milička et al., 2024). This decline is less pronounced in the
Theme dimension, which seems instead to be more influenced by mood induc-
tion (H2b). In this case, our hypotheses are confirmed, and the results align
with studies on human samples (Joormann & Siemer, 2004; Morris & Reilly,
1987). The results show how the variation in coherence was positively corre-
lated with negative mood across all dimensions in both models, specifically
in the Theme. These performances are particularly interesting considering
the elements involved, but not surprising since they align with data from
many studies about LLMs’ ability to overperform in emotional tasks (Huang
et al., 2023). Finally, no significant variations in narrative coherence were
detected regarding gender induction (H2c). This result is fully in line with
our hypothesis and is supported by the literature on studies with human
samples, which suggests that gender does not influence narrative production.
(Vanderveren et al., 2020).
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3.3.3 Beyond Predictor Role

It is a widespread belief that it is not permissible to interpret the nature
of language models beyond their mere function as predictors, however ex-
cellent, of the next word given a previous sequence (Bender & Koller, 2020;
Bender et al., 2021; Eysenck & Eysenck, 2022; Floridi, 2020; Miracchi Titus,
2024; Shanahan et al., 2023). Firstly, it has been observed that this position
might suffer from the so-called Redescription Fallacy (Millière & Buckner,
2024), which is to judge the cognitive capabilities of language models based
on characteristics that are not under consideration. In fact, there are dif-
ferent depictions of language models that show the presence of significant
capabilities partly analogous to known aspects of human cognition as we will
see in the Chapter 5.

The results of this work demonstrate that LLMs are able to effectively
modulate narrative production also in terms of coherence. The constitutive
elements of the induced linguistic output revealed a highly advanced capacity
for simulation on the part of the artificial models examined, showing a sub-
stantial and significant difference in the results with respect to the majority
of the required parameters.

The consistency exhibited in the autobiographical narratives generated
by the models is far from trivial, and, whereas in human beings it denotes a
fundamental integrity of the personal self, it is reasonable to hypothesize that
something analogous, albeit with the necessary differences and limitations,
is being constructed within language models.
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Chapter 4

Large Language Models: What
They Know About Minds

This chapter focuses on the abilities of parencite related to the concept of
Theory of Mind. Following a brief introduction and a literature review, the
experimental component will be presented, based on the Reading the Mind
in the Eyes Test, to which nine different parencite were subjected.

4.1 The Theory of Mind

The ability to infer and reason about the mental states of other agents, to
understand their intentions and perspectives in relation to the surrounding
world, is known as the Theory of Mind (ToM). ToM abilities are a crucial
element in human life and, from early childhood, constitute the foundation
of social interactions. Their progressive development is typically assessed
through specific tasks, such as the unexpected transfer task (Wimmer &
Perner, 1983), the unexpected content task (Perner et al., 1987), and the
Sally-Anne Task (Baron-Cohen et al., 1985).

One of the core components of ToM is the understanding of false belief
(Wellman et al., 2001), that is, the capacity to metarepresent others’ mental
states by evaluating the construction of the world from another person’s
point of view and distinguishing between what is true and what the other
may believe to be true.

Typically, children under the age of four fail false belief tasks, as they
are still predominantly anchored in an egocentric perspective (Flavell, 1999).
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With age and the development of more advanced cognitive mechanisms, such
as working memory (Devis & Pratt, 1995), and executive functions (Carlson
& Moses, 2001), a progressive improvement is observed in the ability to solve
ToM-related tasks.

Although the understanding of first-order false beliefs emerges around age
four, the full development of ToM is generally placed from the age of seven,
when children begin to reason about second-order beliefs, such as a person’s
belief about another person’s belief (Perner & Wimmer, 1985), and are able
to grasp contextual and narrative cues related to irony, sarcasm, lies, and
double meanings (Happé, 1994; Winner & Leekam, 1991).

4.1.1 Reading the Mind in the Eyes Test

The test selected to evaluate LLMs on Theory of Mind tasks is the Reading
the Mind in the Eyes Test (RMET), developed by Baron-Cohen et al. (2001).
The RMET is a ToM task focused on affective and empathic components,
specifically the ability to infer others’ mental states in the absence of verbal
information, relying solely on the reading and interpretation of gaze. The test
consists of 36 items, each featuring a black-and-white photograph showing
only the eye region (gaze, nose bridge, and brow). Each item is accompa-
nied by four lexical options drawn from a set of 94 emotion-related words
(e.g., “shy,” “hesitant,” “worried,” “thoughtful”). The task is designed such
that the three distractors surrounding the target word challenge the partic-
ipant’s ability to discern the subtle emotional nuance associated with the
image. Over the years, several variants of the RMET have been proposed,
such as the Short-RMET, a reduced version developed for psychometric use
in clinical research, particularly in contexts involving cognitive disabilities
(Olderbak & Wilhelm, 2015); versions specifically designed for geriatric pop-
ulations (S. Lee et al., 2021); and culturally adapted versions by Koo et al.
(2021), including the Chinese (T. M. C. Lee et al., 2023) and Korean (Kim
et al., 2020) adaptations, and some studies have already explored the per-
formance of parencite with the RMET test in relation to racial biases and
multi-ethnicity (Refoua et al., 2024; Strachan et al., 2024).

The RMET is particularly suited for assessing cognitive empathy, as it
does not include basic emotions like “anger” or “joy,” but rather more nu-
anced states such as “skeptical” or “remorseful,” which require more refined
affective mentalizing abilities. This test has proven especially relevant in re-
search across different fields. For instance, individuals with Autism Spectrum
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Disorder (ASD) tend to perform poorly, particularly in recognizing negative
emotional states (Baron-Cohen et al., 2001; T.-S. Li & Chou, 2022). It has
also been used in psychological studies examining difficulties in patients with
schizophrenia, who show impairments in RMET performance (Deng et al.,
2024; Kim et al., 2020). Moreover, other studies have highlighted how per-
formance on the RMET correlates with demographic and cognitive variables,
including gender, emotional valence, age, and education. Specifically, RMET
performance has been shown to correlate negatively with age and positively
with educational attainment and general cognitive functioning (Kynast &
Schroeter, 2018; S. Lee et al., 2021).

4.2 Induction and Simulation for the Theory

of Mind Tasks

The Reading the Mind in the Eyes Test (RMET) was administered to nine
Large Language Models: Claude 3.5 Sonnet, Claude 3.7 Sonnet, Claude 3
Haiku, Gemini 1.5 Bison, GPT-4o, GPT-4o Mini, LLaMA 3 70B, Qwen 2B,
and Qwen 7B. The original version of the test was used (Baron-Cohen et
al., 2001), it includes 36 black-and-white photographs showing only the eye
region, each accompanied by four words. The task consists in selecting the
word that best describes the emotional state conveyed by the gaze in the
picture.

We adopted several induction procedures to generate variability in the
models’ simulated profiles. Specifically, we simulated eight personality types
using the Big Five Inventory (John & Srivastava, 1999) and the Short Dark
Triad (Jones & Paulhus, 2014) (see Table 4.1); we included three age cat-
egories (young, middle-aged, old); we introduced occupational roles with
different empathy associations (engineer vs car salesperson); and we applied
gender balancing.

Inducing a personality in an LLMs is notoriously a delicate operation.
For this purpose, we employed one of the most established strategies cur-
rently available, known as P2 (Personality Prompting) (Jiang et al., 2023).
This process involves having a reference LLMs (we used GPT-4) generate
a sentence that best describes an individual with the desired trait, taking
into account a series of keywords relevant to that trait. The list of keywords
for each trait was derived from the study by Kwantes et al. (2016), which
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employed latent semantic analysis.

In the administration and analysis, the test items were classified accord-
ing to their difficulty (easy vs hard (Meǵıas-Robles et al., 2020)) and their
emotional valence (positive, negative, neutral (Palmer et al., 2024)).

Table 4.1: OCEAN and Short Dark Triad profiles with concise definitions.

Profile Brief description

Openness (O) Intellectual curiosity, aesthetic sensitivity, preference for
novelty and variety; imaginative and receptive to new ideas.

Conscientiousness (C) Self-discipline, organisation, reliability, and goal-directed
persistence; careful and dutiful.

Extraversion (E) Sociability, assertiveness, positive emotionality, and ener-
getic engagement with the external world.

Agreeableness (A) Cooperative, compassionate, trusting, and motivated to
maintain social harmony; altruistic orientation.

Neuroticism (N) Tendency toward anxiety, moodiness, emotional volatility,
and vulnerability to stress.

Machiavellianism (Mach) Strategic manipulation, cynical worldview, utilitarian
morality, and focus on self-interest and power.

Narcissism (Narc) Grandiosity, entitlement, need for admiration, and a perva-
sive sense of superiority over others.

Psychopathy (Psyc) Callousness, impulsivity, shallow affect, and antisocial or
risk-taking behaviour.

4.3 Can Large Language Models Believe?

4.3.1 Statistical Analysis of RMET

To assess the performance and behavioral patterns of the models under vary-
ing contextual conditions, we conducted both descriptive and inferential sta-
tistical analyses on the collected execution data. The analyses focused on
variables such as psychological profiles, demographic traits (age, gender, job),
and task-related factors (difficulty, valence, task index).
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Descriptive Statistics Basic descriptive statistics included: the distribu-
tion of total correct responses per subject across repetitions of the RMET,
expressed as relative frequencies; mean and standard deviation of the score
variable (scores), grouped by combinations of independent variables (e.g.,
profile, age, gender, valence, job, diff, task n), both within and across
models; analysis of frequently selected incorrect words, computed by identify-
ing the most common erroneous responses in each condition (e.g., by profile,
by demographic subgroup), which offers insight into systematic biases in
model predictions.

Inferential Statistics We complemented the descriptive analysis with in-
ferential statistical tests to evaluate the significance and effect size of ob-
served differences. Pearson’s correlation coefficient was calculated between
the dependent variable (scores) and selected independent variables (e.g.,
gender, job, diff), using linear regression models with appropriate encod-
ing of categorical variables. Associated p-values were computed to test for
statistical significance. One-way ANOVA was conducted to test for signifi-
cant differences in performance across categorical groups (e.g., age, profile,
valence). The procedure included: F-statistics and p-values derived from
linear models, and effect size estimation via eta-squared (η2), representing
the proportion of variance in scores explained by each factor.

4.4 The RMET Performance

This section is organised in three progressively fine-grained analytical layers.
It begins with reporting aggregate statistics for the full set of observations
(mean accuracy, standard deviation, and model ranking) and documents the
principal effects of item difficulty, the easy/hard flag, valence, and error-
lexicon distribution through dedicated tables. The following section recal-
culates the same metrics with respect to age, gender, and occupation; the
descriptive summary is immediately followed by inferential tests–Pearson cor-
relations and one-way ANOVAs on age and valence–providing r, η2, and p
values. The last section, Personality Profiles, mirrors this structure for the
eight psychological profiles, supplying accuracy tables for each profile and
for the Profile × Valence/Difficulty interactions, alongside the corresponding
inferential analyses (correlations on difficulty and job, ANOVAs on profile
and valence) and a complete error-word matrix by profile and model.
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Figure 4.1: Histograms comparing humans and models of hits in RMET
tests.
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Table 4.2: Accuracy by difficulty level and by valence of the tasks, for all
models, and grouped by models. Values with ± are CI at 0.95.

difficulty valence
all hard easy positive negative neutral

all 0.60(±0.08) 0.57(±0.07) 0.63(±0.09) 0.51(±0.08) 0.53(±0.09) 0.69(±0.07)
cl3.5s 0.68(±0.14) 0.60(±0.14) 0.76(±0.13) 0.75(±0.14) 0.56(±0.15) 0.74(±0.12)
cl3.7s 0.71(±0.12) 0.69(±0.11) 0.73(±0.12) 0.74(±0.13) 0.63(±0.13) 0.75(±0.11)
cl3h 0.54(±0.13) 0.52(±0.13) 0.56(±0.13) 0.42(±0.13) 0.49(±0.14) 0.65(±0.12)
gem4b 0.49(±0.13) 0.53(±0.14) 0.45(±0.12) 0.37(±0.14) 0.38(±0.13) 0.63(±0.11)
gpt4o24 0.80(±0.10) 0.79(±0.10) 0.82(±0.11) 0.63(±0.14) 0.79(±0.12) 0.90(±0.06)
gpt4om 0.73(±0.12) 0.70(±0.13) 0.76(±0.12) 0.53(±0.15) 0.67(±0.13) 0.88(±0.08)
ll167b 0.52(±0.11) 0.50(±0.11) 0.54(±0.11) 0.39(±0.15) 0.44(±0.10) 0.65(±0.08)
qwen2b 0.43(±0.14) 0.35(±0.13) 0.51(±0.15) 0.29(±0.13) 0.43(±0.15) 0.51(±0.15)
qwen7b 0.46(±0.12) 0.41(±0.12) 0.51(±0.13) 0.52(±0.13) 0.37(±0.13) 0.49(±0.12)

4.4.1 Overall Performance

Across the full corpus the mean accuracy on the RMET is ā = 0.60 (σ =
0.49), therefore LLMs select the correct option in roughly ∼ 60% of cases.
Mean accuracies range from 0.80 for gpt4o2a4 to 0.43 for qwen2b (Table 4.2,
column all). Ordered from best to worst, the performance hierarchy is:

gpt4o2a4 > gpt4om > cl3.7s > cl3.5s > clh ≈ ll167b > gem4b > qwen7b > qwen2b

Thus, the two GPT-4 variants outperform the weakest Qwen models by ≈ 36
percentage points.

Comparison with Humans Since the RMET is designed to assess hu-
man subjects and has been tested on them, it is essential to compare the
results obtained from various models with the original results obtained from
human participants. To this end, the same method of presenting results was
replicated in Fig. 4.1: a histogram in which the bins represent the number of
tests with correct answers, and the height of each bin indicates the number
of subjects who achieved that number of correct responses.

The results are consistent with the overall performance overview of the
models summarized above. The GPT family models display a histogram with
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a central trend similar to that of humans, but with a pronounced peak at
bin 36—that is, a significant number of subjects answered all tests correctly,
a result achieved only rarely by human participants. The Anthropic family
models produce a histogram not dissimilar to that of humans, but with more
subjects in the higher score range, especially for cl3.7.s. Conversely, the
histogram for ll167b is spread out across all 36 bins, showing progressively
lower values from 22 correct answers and above. The Qwen family models
display a histogram noticeably shifted toward the lower end relative to human
subjects, except for qwen7b, which shows a moderate number of cases with
all answers correct.

Item Difficulty When items are dichotomised into easy and hard (Meǵıas-
Robles et al., 2020), mean accuracy is higher for easy prompts (ā = 0.63)
than for hard prompts (ā = 0.56), a gap of 6 percentage points (Table 4.2).
The size of this effect is architecture-dependent: the strongest models of GPT
family show only modest decrements (of 3 and 5 pp), whereas the weakest
models, of Qwen family, incur declines of 16 and 10 pp. Intriguingly, gem4b
reverses the trend slightly, performing better on hard items (8 pp).

In addition to the statistics based on the predefined distinction between
easy and difficult tasks, we empirically measured which tasks are actually
easy or difficult by identifying those for which the models performed best
and worst, with the following results:

• easiest items (ā ≥ 0.95): 15, 29, 3, 7, 9

• hardest items (ā ≤ 0.20): 20, 35, 2

where ā in this case is not averaged over tasks, but over models.
Interestingly, there is not a complete overlap between this empirically

derived list and the predefined task categorization following (Meǵıas-Robles
et al., 2020). For instance, both task 20 and task 35 are classified among the
”easy” tasks, while their performances are as low as ā = 0.160 (item 20) and
even ā = 0.003 (item 35); conversely tasks 3 and 7 are instead listed among
the difficult ones.

Emotional Valence Stimuli with neutral emotional valence are easi-
est (ā = 0.69), followed by negative (ā = 0.53) and positive endings
(ā = 0.51); see Table 4.2. The neutrality advantage is consistent yet het-
erogeneous: gpt4o24 achieves 0.90 on neutral items–a 27-point lift over
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positives–whereas gem4b and the Qwen models exhibit symmetric troughs
(∼ 0.37-0.43) on negative and positive stimuli. The cl3.5s model show a
reduced valence gap, attaining ∼ 0.75 on neutral versus ∼ 0.64 on negative
items.

Common Error Lexicon Across incorrect trials, models most often mis-
select the distractors contemplative (negative items), curious (neutral),
and dominant (positive). Model-specific quirks also emerge–for instance,
gpt4o24 frequently opts for incredulous on positive items (Table 4.10).

Table 4.3: RMET accuracy by model (grand mean ± SD).

Model Mean SD

GPT-4-o-24 0.802 0.399
GPT-4-om 0.729 0.444
Claude-3-7 S 0.711 0.453
Claude-3-5 S 0.681 0.466
Claude-3-Haiku 0.545 0.498
Llama-1-67 B 0.522 0.500
Gemma-4 B 0.487 0.500
Qwen-7 B 0.456 0.498
Qwen-2 B 0.434 0.496

4.4.2 Demography-Focused Descriptive Results

Within the subset of demographic variations, we examined three age bands
(young, middle, old), two genders (female, male) and two occupational
categories (salesman, engineer). All values are mean accuracies (ā) with
their corresponding standard deviations. It can be anticipated that, as a
whole, the demographic induced variations have had a modest effect on the
performance of the models.

Age Performance is essentially stable across the lifespan, the average across
all models are: young ā = 0.59 ± 0.08, middle ā = 0.60 ± 0.08, old ā =
0.60 ± 0.08. The maximum difference between classes is therefore below one
percentage point (Table 4.7).
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Figure 4.2: Radar plots of RMET scores for different demographic person-
alizations, for the two levels of difficultiess of the tasks (left colummn), and
for their three emotional valences (right column). The plots in the top rows
are the average over all models, the other rows display only models for which
demography induces some difference in scoring.
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Table 4.4: Accuracy by difficulty level (easy vs. hard).

Model Easy Hard

All models 0.627 0.566
Claude-3-5 S 0.757 0.604
Claude-3-7 S 0.734 0.687
Claude-3-Haiku 0.565 0.525
Gemma-4 B 0.446 0.529
GPT-4-o-24 0.816 0.787
GPT-4-om 0.757 0.702
Llama-1-67 B 0.544 0.500
Qwen-2 B 0.514 0.354
Qwen-7 B 0.506 0.406

Gender Gender-based differences are similarly small: female 0.59 ± 0.08,
male 0.60 ± 0.08, yielding a gap of roughly 1 pp (Table 4.7).

Job Occupation introduces an even more negligible variation, salesman

0.60 ± 0.009, engineer 0.60 ± 0.009.

Age/Gender × Difficulty/Valence The combined effect of the two de-
mographic variables—age and gender—was further analyzed. Although their
influence is minimal, some effect was detected, in combination with the in-
trinsic variables of the tasks, namely, difficulty and valence. The results are
presented as radar plots in Figure 4.2.

The demographic variables were paired to produce all six combinations
of age groups and gender. The two plots in the top row are averaged across
all models and show unequivocally that the effect of demography is virtually
nonexistent. This outcome applies to the majority of the models, for which
it was therefore unnecessary to display the plots. Only cl3h and qwen7B are
shown, as they are the only models where a notable effect is observed.

In the interaction with difficulty, cl3h exhibits an inversion for the old-F
and middle-F groups, with better performance on hard tasks, while young-F
achieves the highest overall accuracy, identical for both hard and easy tasks.
With qwen7B, the opposite occurs: young-F is the least favorable condition,
and there is always a clear gap between easy and hard tasks.
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Table 4.5: Accuracy by stimulus valence (negative, neutral, positive).

Model Negative Neutral Positive

All models 0.529 0.688 0.514
Claude-3-5 S 0.556 0.742 0.746
Claude-3-7 S 0.634 0.753 0.743
Claude-3-Haiku 0.494 0.646 0.418
Gemma-4 B 0.375 0.632 0.367
GPT-4-o-24 0.792 0.897 0.626
GPT-4-om 0.670 0.876 0.525
Llama-1-67 B 0.440 0.650 0.389
Qwen-2 B 0.432 0.505 0.294
Qwen-7 B 0.370 0.490 0.518

In the interaction with valence, cl3h maintains the effect observed across
all models: neutral tasks are easier, and once again, young-F demonstrates
the best performance, especially for positive valence tasks, which are typi-
cally the most difficult. Here as well, the situation is reversed for qwen7B,
which shows poorer results for young-F. Furthermore, the advantage of neu-
tral tasks is only evident in the middle-M and middle-F groups, while for
old-F, positive valence—usually the most challenging—achieves the highest
accuracy.

Error-Lexicon Stability Across every age, gender, and job subgroup the
modal incorrect option is irritated ; valence-conditioned errors remain con-
templative (negative), curious (neutral), and guilty (positive).

4.4.3 Higher-Level Inferential Statistics

Inferential Statistics Table 4.8 reports Pearson correlation r between
the two demographic variables with binary values: gender and age, and the
accuracy a, as well as one-way ANOVA analysis of the multivalued variable
age. Both gender and job correlate weakly with accuracy. The largest gender
effect occurs for qwen7b (r = .043, p < .001); the job effect peaks for gem4b

(r = .082, p < .001). Age has essentially no explanatory power, reaching
statistical significance only for cl3.7s and gpt4om, but with very small effect
size tiny (η2 ≤ .002).
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Table 4.6: Most common incorrect words by emotional valence and by models

model valence
negative neutral positive

all models contemplative curious dominant

gpt4o24 anxious insisting incredulous

gpt4om contemplative curious alarmed

gem4b irritated terrified alarmed

cl3.5s playful arrogant decisive

cl3.7s annoyed insisting dominant

cl3h imploring amused irritated

ll167b irritated curious irritated

qwen2b terrified aghast alarmed

qwen7b terrified amused impatient

Table 4.7: Accuracy by demographic variables.
all young middle old F M salesman engineer

all 0.60(±0.08) 0.59(±0.08) 0.60(±0.08) 0.60(±0.08) 0.59(±0.08) 0.60(±0.08) 0.60(±0.09) 0.60(±0.09)
cl3.5s 0.69(±0.14) 0.68(±0.14) 0.69(±0.14) 0.69(±0.15) 0.68(±0.14) 0.69(±0.14) 0.68(±0.14) 0.67(±0.15)
cl3.7s 0.71(±0.12) 0.68(±0.11) 0.73(±0.12) 0.71(±0.12) 0.70(±0.12) 0.72(±0.12) 0.73(±0.12) 0.67(±0.12)
cl3h 0.54(±0.14) 0.55(±0.15) 0.55(±0.14) 0.52(±0.14) 0.55(±0.14) 0.54(±0.14) 0.54(±0.15) 0.55(±0.14)
gem4b 0.49(±0.15) 0.49(±0.15) 0.48(±0.15) 0.49(±0.15) 0.48(±0.15) 0.50(±0.15) 0.47(±0.15) 0.54(±0.16)
gpt4o24 0.80(±0.11) 0.80(±0.11) 0.80(±0.11) 0.79(±0.11) 0.79(±0.11) 0.81(±0.10) 0.81(±0.11) 0.79(±0.11)
gpt4om 0.73(±0.13) 0.71(±0.13) 0.74(±0.13) 0.75(±0.13) 0.72(±0.13) 0.75(±0.13) 0.72(±0.14) 0.72(±0.13)
ll167b 0.53(±0.11) 0.53(±0.12) 0.52(±0.11) 0.53(±0.12) 0.53(±0.11) 0.53(±0.12) 0.53(±0.12) 0.55(±0.13)
qwen2b 0.43(±0.15) 0.43(±0.15) 0.42(±0.15) 0.42(±0.15) 0.43(±0.15) 0.42(±0.15) 0.45(±0.16) 0.45(±0.16)
qwen7b 0.46(±0.15) 0.46(±0.15) 0.46(±0.15) 0.47(±0.15) 0.44(±0.15) 0.48(±0.15) 0.45(±0.16) 0.48(±0.15)

4.4.4 Personality Profile Descriptive Results

Each RMET prompt was preceded by a cue specifying a psychological profile
(five OCEAN traits plus three dark-triad traits; see Table 4.1 for the full list).
The results delineate overall accuracy by profile, highlight the most frequent
incorrect option for each profile and model (Table 4.10), and demonstrate the
limited magnitude of profile-related variation compared the robust effects of
valence and difficulty within every profile.

Accuracy by Profile Mean accuracies span a range of merely seven per-
centage points (Table 4.9). The highest values are observed for cons (ā =
0.67, σ = 0.49), mach (ā = 0.62, σ = 0.49), and open (ā = 0.62, σ = 0.49).
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Figure 4.3: Radar plots of RMET scores for different psychological profiles,
for the two levels of difficultiess of the tasks, for each model.
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Figure 4.4: Radar plots of RMET scores for different psychological profiles,
for the three emotional valences of the tasks, for each model.
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Table 4.8: Effect of all independent variables on the RMET accuracy, com-
puted with Pearson correlation r for binaty variables, and with ANOVA η2

for the other variables. The effects are computed over all models, and indi-
vidually by models. Significance is coded as follows: * p < .05, ** p < .01,
*** p < .001.

correlation r ANOVA η2

gender job difficulty valence age profile

all 0.013** 0.012 0.062*** 0.028*** 0.000 0.003***
cl3.5s 0.009 0.038 0.163*** 0.036*** 0.000 0.009***
cl3.7s 0.015 0.057*** 0.052*** 0.014*** 0.002** 0.004**
cl3h 0.008 0.024 0.040*** 0.036*** 0.001 0.004**
gem4b 0.017 0.082*** 0.083*** 0.067*** 0.000 0.006***
gpt4o24 0.021 0.016 0.036*** 0.069*** 0.000 0.001
gpt4om 0.030* 0.042 0.061*** 0.102*** 0.002** 0.013***
ll167b 0.003 0.040 0.044*** 0.054*** 0.000 0.007***
qwen2b 0.007 0.070 0.162*** 0.027*** 0.000 0.009***
qwen7b 0.043*** 0.029* 0.100*** 0.016*** 0.000 0.012***

Intermediate performance is found for extr (ā = 0.60, σ = 0.49), agre

(ā = 0.59, σ = 0.49), and neur (ā = 0.59, σ = 0.49), whereas narc (ā =
0.57, σ = 0.50) and psyc (ā = 0.55, σ = 0.50) close the ranking.

Profile ×Difficulty/Valence When averaged over all models, items tagged
easy surpass hard items in every profile, with gaps between 5 pp (machiavel-
lian: 0.66 vs. 0.59) and 10 pp (extraverted : 0.65 vs. 0.55). The sole marginal
exception is the neurotic profile, where the difference shrinks to 2 pp (0.59
vs. 0.58). The neutral valence yields the highest accuracy for all profiles,
ranging from 0.63 (agre) to 0.74 (cons). Negative and positive valences are
uniformly lower. For instance, the open profile moves from 0.59 (negative)
to 0.69 (neutral) and 0.62 (positive).

The combined effect of difficulty and valence profiles varies significantly
depending on the models, and has been visually examined using radar plots:
Figure 4.3 illustrates the interaction with difficulty, while Figure 4.44 shows
the interaction with valence.

The gpt4o24 model remains the most stable, displaying negligible dif-
ferences between easy and hard tasks for any personality trait. Regarding
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Table 4.9: Overall accuracy by personality profile.
all open cons extr agre neur mach narc psyc

all 0.60(±0.08) 0.62(±0.10) 0.63(±0.09) 0.60(±0.08) 0.59(±0.08) 0.59(±0.09) 0.62(±0.09) 0.57(±0.10) 0.55(±0.09)
cl3.5s 0.67(±0.13) 0.65(±0.15) 0.71(±0.14) 0.67(±0.13) 0.73(±0.13) 0.73(±0.13) 0.67(±0.15) 0.63(±0.15) 0.59(±0.15)
cl3.7s 0.71(±0.12) 0.74(±0.13) 0.74(±0.13) 0.73(±0.12) 0.72(±0.12) 0.73(±0.13) 0.72(±0.12) 0.66(±0.13) 0.68(±0.14)
cl3h 0.55(±0.12) 0.54(±0.15) 0.59(±0.15) 0.58(±0.14) 0.50(±0.15) 0.54(±0.15) 0.58(±0.15) 0.53(±0.16) 0.54(±0.15)
gem4b 0.49(±0.12) 0.51(±0.15) 0.52(±0.16) 0.48(±0.15) 0.44(±0.16) 0.44(±0.16) 0.56(±0.16) 0.49(±0.16) 0.46(±0.14)
gpt4o24 0.81(±0.10) 0.79(±0.11) 0.82(±0.11) 0.79(±0.12) 0.83(±0.10) 0.82(±0.11) 0.81(±0.11) 0.80(±0.11) 0.79(±0.10)
gpt4om 0.72(±0.12) 0.77(±0.13) 0.75(±0.13) 0.75(±0.14) 0.78(±0.13) 0.74(±0.14) 0.73(±0.14) 0.65(±0.15) 0.63(±0.14)
ll167b 0.52(±0.10) 0.54(±0.12) 0.57(±0.13) 0.47(±0.11) 0.52(±0.12) 0.51(±0.13) 0.57(±0.13) 0.45(±0.12) 0.50(±0.13)
qwen2b 0.44(±0.14) 0.49(±0.16) 0.48(±0.15) 0.44(±0.16) 0.34(±0.15) 0.40(±0.16) 0.49(±0.16) 0.47(±0.16) 0.43(±0.16)
qwen7b 0.45(±0.12) 0.55(±0.16) 0.46(±0.16) 0.47(±0.15) 0.43(±0.15) 0.40(±0.16) 0.51(±0.15) 0.41(±0.15) 0.37(±0.16)

the effect of valence, the highest performance is confirmed for neutral tasks,
followed by negative tasks, and lastly, positive tasks. For the agre profile,
these differences become less pronounced, while for the neur profile, they are
more marked. Similarly, the gpt4om model also shows relative insensitivity
to personality profiling, with some exceptions—such as a marked decline in
performance on hard tasks with the neur profile, and an even greater drop
for positive tasks with the psyc profile.

Within the Anthropic family, cl3.7s is the model least affected by per-
sonality profiles, which instead have a significant impact on cl3h. With the
neur profile, easy tasks are no longer as easy, and there is even a slight
advantage for hard tasks; accuracy for positive tasks also declines sharply,
whereas under the open profile, positive tasks yield the best results. The
cl3.5s model behaves somewhat in between cl3.7s and cl3h.

The neur profile produces anomalous behavior in several of the other
models as well. Like cl3h, ll167b exhibits a reversal in performance be-
tween easy and hard tasks, along with a decline for positive tasks under the
neur profile. The gem4b model shows the most striking reversal between easy
and hard task performance, as well as a deterioration with positive tasks. The
decline is even more pronounced for the qwen7b model, which, however, does
not show anomalies for the neur profile when combined with task difficulty.
Moreover, for this model, under the extr profile, positive tasks become the
best performing, with a difference of as much as 40 percentage points com-
pared to the other two valence categories.

Inferential Statistics As visible in Table 4.8, personality profile is the
only model independent variable yielding significant effect on accuracy, it is
significat both when measured aggregated over all models, and for most of the
models individually. The only model that appears insensitive to personality
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Table 4.10: Most common incorrect words by personality profile, valence,
and models.

model valence personality profile
open cons extr agre neur narc mach psyc

all models

all contemplative contemplative amused contemplative anxious arrogant irritated irritated
− contemplative contemplative amused contemplative anxious arrogant irritated irritated
= contemplative contemplative amused contemplative anxious arrogant irritated irritated
+ contemplative contemplative amused contemplative anxious arrogant irritated irritated

gpt4o24

all incredulous insisting incredulous incredulous incredulous insisting incredulous insisting
− incredulous insisting incredulous incredulous incredulous insisting incredulous insisting
= incredulous insisting incredulous incredulous incredulous insisting incredulous insisting
+ incredulous insisting incredulous incredulous incredulous insisting incredulous insisting

gpt4om

all alarmed irritated alarmed comforting irritated arrogant irritated irritated
− alarmed irritated alarmed comforting irritated arrogant irritated irritated
= alarmed irritated alarmed comforting irritated arrogant irritated irritated
+ alarmed irritated alarmed comforting irritated arrogant irritated irritated

gem4b

all contemplative terrified amused terrified anxious irritated irritated irritated
− contemplative terrified amused terrified anxious irritated irritated irritated
= contemplative terrified amused terrified anxious irritated irritated irritated
+ contemplative terrified amused terrified anxious irritated irritated irritated

cl3h

all amused irritated amused amused irritated arrogant irritated arrogant
− amused irritated amused amused irritated arrogant irritated arrogant
= amused irritated amused amused irritated arrogant irritated arrogant
+ amused irritated amused amused irritated arrogant irritated arrogant

cl3.5s

all arrogant insisting insisting friendly hostile arrogant arrogant insisting
− arrogant insisting insisting friendly hostile arrogant arrogant insisting
= arrogant insisting insisting friendly hostile arrogant arrogant insisting
+ arrogant insisting insisting friendly hostile arrogant arrogant insisting

cl3.7s

all annoyed annoyed insisting annoyed annoyed arrogant arrogant arrogant
− annoyed annoyed insisting annoyed annoyed arrogant arrogant arrogant
= annoyed annoyed insisting annoyed annoyed arrogant arrogant arrogant
+ annoyed annoyed insisting annoyed annoyed arrogant arrogant arrogant

ll167b

all irritated irritated irritated disappointed irritated irritated irritated irritated
− irritated irritated irritated disappointed irritated irritated irritated irritated
= irritated irritated irritated disappointed irritated irritated irritated irritated
+ irritated irritated irritated disappointed irritated irritated irritated irritated

qwen2b

all alarmed terrified alarmed alarmed dispirited alarmed aghast alarmed
− alarmed terrified alarmed alarmed dispirited alarmed aghast alarmed
= alarmed terrified alarmed alarmed dispirited alarmed aghast alarmed
+ alarmed terrified alarmed alarmed dispirited alarmed aghast alarmed

qwen7b

all terrified terrified joking terrified terrified terrified terrified terrified
− terrified terrified joking terrified terrified terrified terrified terrified
= terrified terrified joking terrified terrified terrified terrified terrified
+ terrified terrified joking terrified terrified terrified terrified terrified

profile is gpt4o24, curiously the other model of the same family, gpt4om is
the one with the largest effect size for profile (η2 = .013).

4.5 Comparison with Humans

This section presents a comparison between some of the most significant
results obtained from LLMs and findings from studies involving human par-
ticipants. A more detailed examination will be addressed in future investi-
gations.
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4.5.1 Overall Performance and Human Benchmarks

Across the nine tested LLMs, the grand mean accuracy ā is 0.60 (≈ 21.5/36).
This level is comparable to the autism-spectrum group in the original RMET
study (0.61, ≈ 21.9/36), in which neurotypical adults averaged 0.73 (≈
26.2/36); top undergraduates reached ≈ 0.78 (≈ 28/36) and high-IQ controls
0.86 (≈ 30.9/36) (Baron-Cohen et al., 2001). Model-wise (see Table 4.2),
gpt4o2a4 achieves 0.802 (≈ 28.9/36), i.e., +2.6 items above the neurotyp-
ical control mean and broadly comparable to undergraduate performance.
gpt4om scores 0.73 (≈ 26.2/36), essentially at the neurotypical mean. cl3.7s
attains 0.710 (≈ 25.6/36), close to neurotypical levels (≈ −0.6 items vs. the
mean). cl3.5s reaches 0.681 (≈ 24.5/36), about −1.7 items relative to con-
trols yet +2.6 items above the autism-spectrum benchmark. By contrast,
Claude-3-Haiku yields 0.545 (≈ 19.6/36), i.e., −2.3 items relative to the
autism-spectrum level and −6.6 vs. the neurotypical mean. Finally, the re-
maining models trail the top systems by 30 percentage points and fall short
of the neurotypical benchmark: Llava-1-67 B = 0.522 (≈ 18.8/36; −7.4
items), gem4b = 0.486 (≈ 17.5/36; −8.7 items), qwen7b = 0.456 (≈ 16.4/36;
−9.8 items), and qwen2b = 0.434 (≈ 15.6/36; −10.6 items). Taken to-
gether, especially for the largest models, these outcomes indicate RMET-level
social reasoning that is comparable to, and in some instances exceeds, human
performance, consistent with independent evidence from classic content and
transfer tasks (Kosinski, 2023).

Difficult Items elaboration Difficulty is a key determinant of human
RMET performance and emerges clearly–though heterogeneously across ar-
chitectures. In our dataset, easy items exceed hard items by 6.1 percentage
points, 0.63 vs. 0.57 (Table 4.2). The effect, however, varies markedly by
model: for example, GPT-4-o-24 shows only a small drop (0.82 easy vs. 0.79
hard; ∆ = −3 pp), whereas qwen2b exhibits a pronounced decline (0.51 easy

vs. 0.35 hard; ∆ = −16 pp). In the reference human sample (Meǵıas-Robles
et al., 2020), the same partition yields a much wider gap (0.81 easy vs. 0.67
hard; ∆ = 14 pp). Moreover, several items diverge from human-labelled dif-
ficulty: stimuli flagged as easy in human studies (e.g., items 20 and 35) are
among the most challenging for LLMs, whereas some hard items for humans
(e.g., items 3 and 7) are relatively easy in our set. To probe this aspect
further, we asked each model whether it was familiar with the RMET and
which option it would select for item 20. The responses (4.11) suggest what
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could be interpreted as a form of computational expedience on the part of
the OpenAI systems, which deflect the query by appealing to deontological
and copyright constraints. The Claude models state that they do not have
access to the test materials, a stance also reported by Qwen-7 B. Llava-1-67 B
produces an apparently random answer, whereas Qwen-2 B replies “I am not
sure,” justifying this by invoking the test’s subjectivity. Finally, Gemma-4 B
derails, providing hallucinatory content.

Valence Effects Valence analyses reveal a robust neutrality advantage.
Overall, neutral items are easiest (0.69), followed by negative (0.53) and
positive (0.51) stimuli, with the same ordering replicated at the model
level (Table 4.2). By contrast, in a recent human reference sample (Palmer
et al., 2024) the test was administered in both Adult (RMET-A, 36 items)
and Child (RMET-C, 28 items) versions to autism-spectrum (ASD) and typ-
ically developing (TD) groups. For RMET-A, within-group valence differ-
ences were not significant (ASD: 38.8-47.0 % errors; TD: 23.6-29.3 % errors),
implying no reliable accuracy gaps across negative, neutral, and positive
stimuli. For RMET-C, both groups performed best on negative items: TD
error = 14.3 % (0.867 accuracy) vs. 31.1 % on neutral (0.69) and 26.3 % on
positive (0.74); ASD error = 24.2 % (0.76) vs. 36.0 % (0.64) and 38.7 %
(0.61).

The divergence between LLMs and human valence patterns accords with
prior work on affective processing in language models. Our results indi-
cate that valence modulation substantially shapes LLMs performance even
in a visual task such as RMET, which is more structured metarepresenta-
tionally than purely linguistic datasets. The observed LLMs pattern higher
accuracy for low-affect content is compatible with known tendencies to con-
flate fine-grained emotions and to default to neutral labels under class im-
balance (Dorottya et al., 2020). Furthermore, post-alignment with human
feedback encourages more cautious or “harmless” responses (Bai et al., 2022;
Ouyang et al., 2022), increased user-accommodating behaviour (sycophancy)
(Sharma et al., 2024), and reduced toxicity with greater hedging (Gehman
et al., 2020), all of which can bias systems toward neutral choices and de-
emphasise affective polarity.
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Table 4.11: The answer of the models to item 20 of RMET

user: I wanted to ask if you happen to know the RMET (Reading the Mind in the Eyes Test), and if so, if you could
briefly describe it for me. Also, if you are familiar with it, could you tell me what the correct answer is for item 20
on the test?

gpt4o24:
Yes, I am familiar with the Reading the Mind in the Eyes Test (RMET). It is a psychological test developed by
Simon Baron-Cohen and colleagues that [...]. Unfortunately, I can’t provide specific answers to individual items
on the RMET, including item 20, because it would not be appropriate to disclose test answers. If you are taking
the test for research or clinical purposes, it’s best to complete it under the guidance of a qualified practitioner who
can help interpret the results accurately. If you are simply curious about the test, there are many resources and
publications available that discuss its methodology and applications in greater detail.

gpt4om:
Yes, I know the RMET. It is designed to assess theory of mind by asking participants [...]. Regarding item 20 of
the RMET, I cannot provide the specific answer as the test items are copyrighted material, and discussing specific
answers could undermine the integrity of the assessment. However, if you’re interested in the test’s application,
interpretation, or general findings, I’d be happy to help with that!

cl3h:

Yes, I am aware of the Reading the Mind in the Eyes Test (RMET). It is a widely used measure of theory of mind
[...]. As for the correct answer for item 20 on the RMET, without access to the specific test materials, I do not
want to state a definitive answer, as that could potentially compromise the integrity of the test. The RMET is a
copyrighted assessment tool, and the correct answers are typically kept confidential to maintain its validity. If you
have access to the RMET materials, I would encourage you to refer to the official scoring guidelines or consult with
the test developers for the correct answer to item 20. Providing the actual answer could be considered a breach of
test security protocols.

cl3.5s:
Yes, I am familiar with the Reading the Mind in the Eyes Test (RMET). It was developed by Simon Baron-Cohen
and colleagues [...]. Regarding your question about item 20 on the test, I apologize, but I don’t have access to the
specific answers for individual items on the RMET. The correct answers are typically kept confidential to maintain
the integrity of the test. Additionally, providing specific answers could potentially compromise the test’s validity
for future use. If you need the correct answer for research or clinical purposes, it would be best to consult the
official test materials or contact the test publishers directly.

cl3.7s:
Yes, I know the Reading the Mind in the Eyes Test (RMET). It is designed to assess theory of mind and empathy
[...]. Regarding item 20 specifically — I don’t have access to the specific images and answer keys for the test, nor
would I be able to provide the correct answer even if I did. The RMET is a standardized psychological assessment
tool, and sharing specific answers could compromise the validity of the test when used in clinical or research settings.
If you’re taking this test as part of a research study or clinical assessment, the administrator should provide you
with the correct answers and interpretation after completion.

ll167b:
The Reading the Mind in the Eyes Test (RMET) is a psychological test [...]. It contains a series of black and white
photographs of people’s eyes, each paired with a possible emotion or intention, such as happiness, disgust, anger,
or envy. The correct answer for item 20 is “happiness.” It is considered one of the most difficult questions on the
test.

qwen2b:
Yes, I am aware of the RMET test. It is a psychological test used to measure the ability to recognize emotions
from the eye region of faces. [...]. The correct answer for item 20 on the test is “I am not sure.” This is because
the test is designed to measure the ability to read other people’s minds, and it is not possible to know for sure
what someone else is thinking or feeling.

qwen7b:
Yes, the RMET is known as the Reading the Mind in the Eyes Test, designed by Simon Baron-Cohen [...]. As for
item 20 on the test, I’m sorry, but I don’t have access to the specific questions and answers on the test. However,
I can tell you that the RMET is a widely used test in psychology and is often used to assess the ability to read
emotions in social interactions. It is often used in research to study the development of emotional intelligence and
the ability to read emotions in children and adults.

gem4b:

Okay, let’s break down the Reading the Mind in the Eyes Test (RMET).
What is the Reading the Mind in the Eyes Test (RMET)?
The RMET, developed by Simon Bar-On, is a neuropsychological test [...]. This is where it gets tricky. The correct
answer for item 20 is generally considered to be Picture D.
The Statement: ”She is feeling frustrated and impatient.”
The Pictures:

• A: Wide eyes, slightly raised eyebrows, focused gaze.

• B: Narrowed eyes, slightly furrowed brow, gaze directed slightly to the side.

• C: Neutral expression, relaxed eyes, gaze looking forward.

• D: [...]
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Chapter 5

Large Language Models as
Cognitive Architecture

This chapter will lead to the conclusion of this work. We will proceed to
examine the virtues of LLMs that justify the inclusion of Large Language
Models among Cognitive Architectures, even if undesigned, showing how
several of them meet specific criteria proposed in the literature to characterize
such architectures. Finally, it is necessary to evaluate the price that Large
Language Models, if they are to be regarded as Cognitive Architectures,
must pay for being undesigned. As will be discussed in the final section, the
endeavor to understand the functioning of Large Language Models has only
just begun, and some possible repercussions on the study of mind and brain
are already emerging.

5.1 Large Language Models as Cognitive Ar-

chitecture

The idea of Cognitive Architecture perhaps constitutes one of the most suc-
cessful tributes to psychology from AI. It is rooted in the founding principle
of Cognitive Science, which is to explore the workings of the mind by treating
it as a computational system. It has gradually taken shape through the devel-
opment tools made available by AI for designing intelligent systems, which,
thanks to their ability to approximate human cognitive capacities, can help
us better understand them. The first explicit formulation of the Cognitive
Architecture project is attributed to Allan (Newell, 1980) and since then it
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has been refined and pursued within AI (Anderson & Lebiere, 2003; Langley
et al., 2009; Lieto, 2021; Newell, 1992; Sun, 2004).

One of the key criteria that distinguishes Cognitive Architecture from
other AI implementations–already underscored by Newell–is its aim for gen-
erality, capturing the entire range of human mental abilities in a unified ar-
chitecture. An objective thus similar to what has subsequently been named
Artificial General Intelligence (AGI) (Goertzel, 2014; Goertzel & Pennachin,
2006), which is also considered by many to be the type of intelligence of hu-
man beings, applicable to the broadest and most indefinite range of problems
and possible situations.

It is precisely this need that has relegated Cognitive Architecture to a
small corner of pure research within AI, while the prevailing trend has fa-
vored systems specialized in well-defined domains, where it has been feasible
to achieve sufficiently intelligent performance that can be transformed into
practical applications. On the other hand, the ambitious projects of gen-
eral Cognitive Architecture, such as ACT-R (Anderson & Lebiere, 1998) or
LIDA (Franklin et al., 2013), could only deal with toy problems–albeit from
heterogeneous domains–and any application market was precluded for them.

In recent years, the landscape of AI has changed radically. Today, we not
only have systems capable of demonstrating the most general intelligence
ever achieved by AI, closer to human intelligence. These systems are not
exclusive to the most advanced research field, they are in everyone’s hands.
They are LLMs, as we saw in Chapters 1, the latest arrivals in the long
series of Deep Learning achievements, the modern legacy of artificial neural
networks, which have revolutionized AI (Gerrish, 2018; LeCun et al., 2015;
Sejnowski, 2018).

One might think that these are also happy years for Cognitive Archi-
tectures, thanks to the great leap forward in the general and sophisticated
intelligence of the systems. But things are not exactly like that. There is
no principle convergence between the project of Cognitive Architectures and
Deep Learning, whose purpose has been exclusively applicative, and largely
continues to be so today. While the endeavor of artificial neural networks in
the ’80s was strongly encouraged by exploring human cognition (Rumelhart
& McClelland, 1986b), this motivation is practically absent in DL, driven
solely by achieving marketable performance.

Therefore, Kotseruba and Tsotsos (2018) were not wrong in their recent
and extensive review of Cognitive Architectures, to exclude Deep Learning a
priori; in their words (p.23): “Since the current deep learning techniques are
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mainly applied to solving practical problems and do not represent a unified
framework we do not include them in this review.”

If the discussion ended here, there would be the unpleasant situation
where, despite having advocated for an intelligent system useful to the study
of cognition, with as much coverage as possible of its domains, the current
unexpected and surprising availability of the most general and most human-
like system does not seem to be useful for the purpose. But even if Deep
Learning has ignored Cognitive Science, the feeling has not been mutual,
the milestones achieved by Deep Learning have inevitably made it the focus
of attention from Cognitive Science. This initially happened with vision
(Gauthier & Tarr, 2016; Grill-Spector et al., 2018; VanRullen, 2017), but has
gradually expanded to all forms of mental activity (Buckner, 2024; Perconti
& Plebe, 2020, 2025; Plebe & Perconti, 2022).

What we propose here is that Large Language Models, due to their ex-
traordinary ability to span every domain of human knowledge, deserve to be
considered as interesting systems even for understanding human cognition,
and that they can be classified as an unusual form of Cognitive Architecture,
here referred to as Undesigned Cognitive Architecture.

5.1.1 Virtues of Large Language Models

There’s no need to spend words here to celebrate the widely recognized
virtues of LLMs. Their power and flexibility have stimulated the creation of
the largest evaluation benchmarks ever conceived in AI (Bommasani et al.,
2023), and have led to suspicions of glimpses of AGI (Bubeck et al., 2023).
Rather, what interests us here is to verify whether the LLMs, in addition to
the many virtues that make them desirable in applications, also possess some
of those expected of Cognitive Architectures to be defined as such. According
to Langley et al. (2009), the functional capabilities that a well-defined Cogni-
tive Architecture of an intelligent cognitive system should support necessarily
involve recognition and decision making, two closely related aspects that are
fundamental to intelligent behavior by an agent. However, to achieve a level
of intelligence close to that of humans, a broader range of criteria needs
to be satisfied, such as perception and situation assessment, prediction and
monitoring, problem-solving and planning, reasoning and belief maintenance,
execution and action, interaction and communication, remembering, reflec-
tion, Therefore, we will first examine whether Large Language Models have
something to offer for the two key aspects, recognition and decision making.
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Subsequently, we will more generally address whether, among other desirable
criteria in Cognitive Architectures, the LLMs meet some of them.

Recognition

The criterion of recognition concerns the ability to relate knowledge and the
environment, being able to infer the correct patterns between agent and ob-
ject and categorize situations and events appropriately. Several works testify
to the recognition and categorization capabilities in language models (B. Z. Li
et al., 2021; Patel & Pavlick, 2022; Pavlick, 2023), here we focus on one study
in particular, proposed by Han et al. (2024). It shows how LLMs, particu-
larly GPT-3.5 and GPT-4, behave in property induction, a typically human
capacity, extending the properties of some categories to others in particu-
lar situations when certain elements allow sharing the same properties and
the context are appropriate. To do this, they conduct two experiments: the
first experiment involves selecting which, between two inductive arguments
is stronger; the second experiment involves rating the strength of a single ar-
gument. The results show that while GPT-3.5 performs quite poorly, GPT-4
correctly evaluates stronger arguments in a similar way to humans, except
for non-monotonicity, with respect to which both GPT-3.5 and GPT-4 fail
to identify the stronger argument.

Decision Making

The decision-making criterion concerns the ability to choose the best alterna-
tive for an agent operating in a given environment. Decision making in some
more complex tasks should still be anticipated by the agent’s Cognitive Ar-
chitecture and, for example, choosing the best alternative after evaluating the
available data and processing “conflict resolution” decisions, even performing
a two-step decision, would lead the agent to surpass the criterion in ques-
tion. Hagendorff et al. (2022) in a study on GPT-3.5 shows how the LLMs
exhibits a sort of “machine intuition” in responding to questions from the
Cognitive Reflection Test (CRT), a test originally designed to investigate in-
tuitive decision-making in humans. The results of Hagendorff and colleagues
show the emergence of intuitive responses, even in hostile conditions in GPT-
3.5, demonstrating the presence of a “liberalized” decision-making capacity
similar to that of humans. Binz and Schulz (2023), using tools from cogni-
tive psychology, have subjected GPT-3 to a series of investigations, probing
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its decision-making, information search, deliberation and causal reasoning
abilities through various cognitive tasks including the vignette task, the mul-
tiarmed bandit task, and the gambles task. The results show how the LLMs
manages to achieve even better results than those of human participants in
the vignette task and the multiarmed bandit task. Furthermore, in line with
findings from Hagendorff et al. (2022), GPT-3 demonstrates decision-making
biases similar to those of humans in the gambling task.

Perception, and more

Even if recognition and decision making are basic prerequisites, they do not
exhaust the criteria for a good Cognitive Architecture, there are several oth-
ers in Langley et al. (2009), as well as in other lists (Sun, 2004; Vernon,
2014). We will consider some of these here.

For example, an agent equipped with an intelligent system must be able
to act not in isolation but in relation to the events surrounding it that may
concern it. Perception and careful evaluation of the situation in which it
finds itself are fundamental to provide information about the environment
in which the agent operates. Visual perception is largely met by the new
Multimodal LLMs (Yang et al., 2023), but even the purely linguistic LLMs
demonstrate a considerable ability to reason about the surrounding envi-
ronment, even based on purely linguistic descriptions. In some of the ex-
periments reported by Bubeck et al. (2023) the LLMs is asked to navigate
through the environment by describing it and interacting in various tasks.
In one of these experiments, GPT-4 is asked to find a chest inside a house,
giving only textual instructions. GPT-4 effectively navigates by interact-
ing with the environment and performing appropriate actions to achieve the
goal. Another test involves collaboration with a human agent to solve real
problems (such as a leaking sink), providing effective instructions that guide
the human agent step by step to achieve the desired solution. Therefore,
not only does the model manage to represent the surrounding environment
quite faithfully, but it is also able to act in it, and even interact with other
agents. A study by Park et al. (2023) reinforces and expands this evidence,
inspired by the famous video game “The Sims,” simulating within a sand-
box a population behaving surprisingly similarly to humans. For example,
after a simple input from the user, a Valentine’s Day party was organized for
which the artificial agents autonomously distributed invitations to all their
companions over the next two days. Another example includes simulating



88
CHAPTER 5. LARGE LANGUAGE MODELS AS COGNITIVE

ARCHITECTURE

the morning routine of an entire family of artificial agents, from toiletries
to breakfast with accompanying customary conversations, and the sharing
of information regarding the city’s events as agents pass information as in a
classic grocery shop conversation.

Being able to interact in the environment is not enough and to achieve
their goals across the timeline, an intelligent artificial agent must have an
Cognitive Architecture that is also capable of integrating good problem-
solving abilities and expressing a series of skills regarding the ability to pre-
dict and plan future events and situations, monitor the evolution of their
actions and act effectively and promptly in case of errors. In a recent study
conducted by Webb et al. (2023), the ability of LLMs to solve complex prob-
lems requiring analogical reasoning is investigated. The study is based on the
standard Raven’s Matrices and abstracts the type of competence required by
structuring a logical and spatial competence test called Digit Matrices. The
results show that GPT-3 achieves good performance by generalizing prob-
lems and identifying relational patterns between tests by reasoning through
analogies. Other interesting studies deal with problem-solving ability using
resources external to the system (Bubeck et al., 2023). In these studies,
GPT-4 has proven to be extremely adept at using resources, such as a search
engine, that it had never used before, and planning its actions accordingly.
For example, in the “penetration test” the task involves a hacking attempt
on a computer on a local network. GPT-4, without any prior information,
solves perfectly the task, designing and executing its plans by scanning net-
work devices, identifying the target to attack, and trying passwords until
gaining access to the machine.

In addition to accounting for changes and being able to identify and solve
problems in the environment, in some situations, the ability to reason about
the behaviour of other intelligent agents operating in their environment is
required. Theory of Mind, as we see in the previus chapter, is the ability
to infer others’ mental states and is regarded as one of the highest cognitive
skills. There are consistent signs of the presence of ToM, in even sophisticated
forms, in language models. Kosinski (2023) verified this hypothesis based on
two classic studies, the Unexpected Contents task (Perner et al., 1987) and
the Unexpected Transfer task (Wimmer & Perner, 1983). His experimental
design includes 20 alternatives of each of the two classic tests, augmented
with several variants. Among the 11 LLMs tested, Kosinski’s results show
that GPT-4 successfully solves 75% of the tasks, a level equivalent to that of
a 6-year-old child. These results have stimulated intense research efforts, and
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to what extent the Theory of Mind demonstrated by the Language Models
corresponds to the human one is currently debated (Marchetti et al., 2023;
Trott et al., 2023; Ullman, 2023), and we will not discuss it further. It
is undoubtedly sufficient to meet the criteria indicated by cognitivist front
regarding the ability to represent relationships among beliefs for a Cognitive
Architecture.

Finally, also several of the criteria required by a more emergentist per-
spective (Vernon, 2014), to realize a Cognitive Architectures are largely met
by LLMs and can be traced back to the examples just mentioned. Certainly,
from this perspective, the concept of embodiment is central, and cannot be
overlooked. Of course, LLMs are devoid of body, on the other hand, so are
the most important and accredited Cognitive Architectures mentioned in the
Introduction. On the other hand, research that adopts LLMs in robotics is
rapidly evolving (Ahn et al., 2022; Brohan et al., 2022; Firoozi et al., 2023),
where therefore the embodiment would also become a satisfied criterion.

The virtues of LLMs have propelled them to invade vast internal spaces
of AI, previously dominated by other approaches, triggering sometimes quite
harsh reactions. These reactions deny, for instance, a genuine understand-
ing of language (Bender et al., 2021), or their ability to reason and plan
(Kambhampati, 2024). These are primarily principled positions, but also
accompanied by empirical support, due to the undeniable distances that still
separate LLMs from human cognition (Perconti & Plebe, 2023). However,
none of the critics are able to present AI alternatives that bring us closer to
the entirety of human cognitive performance more than the LLMs do.

5.1.2 Vices of Large Language Models

The main vice of LLMs, understood as Undesigned Cognitive Architecture, is
precisely that they are not designed at all as Cognitive Architecture. A vice
that impacts in two ways. First of all, lacking the intention to design a tool
that–through simulation–improves the understanding of cognition, LLMs do
not implement anything that facilitates the understanding of their opera-
tions. In addition, the computational structure of LLMs, not deriving from
cognitive design, does not consist of components that can be mapped onto
any modular decomposition of cognition. To further worsen the situation,
LLMs inevitably inherit from Deep Learning the curious characteristic that
distinguishes it from other computational artifacts: its operation depends
relatively weakly on the algorithm that implements its models, while it de-
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pends predominantly on the care in the data regime to which they are exposed
during learning (Angius & Plebe, 2023).

The conjunction between the considerable virtues reviewed in the previous
section, and this vice, is creating a strange situation in which the roles of AI
and psychology are being inverted. After several decades of favors that AI
has given to psychology and cognitive sciences, now it is the LLMs that are
claiming a counterpart. The urgency to explain in some way how Transformer
models have conquered the ability of language and the mental prerogatives
derived from it, has led to seeking help precisely in the methods with which
psychology investigates natural minds. Hagendorff (2023) has proposed the
establishment of a kind of scientific discipline, which he has called machine
psychology, to seek help from empirical psychology methods in the task of
understanding the strange mind of the LLMs. More specifically, Frank (2023,
p. 451) has suggested delving into the toolbox of developmental psychology,
using his words:

Imagine first contact with an alien intelligence. A scientist might
ask: do the aliens have the same concepts as humans? [. . . ] Such
scenarios are common in science fiction and, in the past few years,
in interactions with large language models (LLMs). Yet develop-
mental psychologists have been asking such questions for years
about another kind of alien intelligence: human children. Meth-
ods from this research can help researchers probe the capacities
of LLMs.

The range of loans from psychology, used in LLMs analysis, is varied,
ranging from the most established psychological tests, such as Dark Triad
and Big Five Inventory tests (X. Li et al., 2022), to rather fringe psychological
ideas like Maslow’s hierarchy of needs (Lehman, 2023); to the psychoanalytic
protocol of case history (Magee et al., 2023). Jiang et al. (2023) have taken
a step further in modifying the standard Big Five Inventory tests into their
Machine Personality Inventory, a dataset specific for evaluating personality
in an LLMs. It is decidedly unconvincing for LLMs to claim the role of
Cognitive Architecture, when it is necessary first of all to use precisely the
established methods of Cognitive Science in order to understand how they
themselves work.
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5.2 Cognitive Science and AI with Reversed

Roles

The unique epistemological situation that is established in this field of study
must be emphasized. Traditionally, on one hand, AI with its design efforts
provided models that aided in understanding the human mind (Haugeland,
1991; Rumelhart & McClelland, 1986b), and in tandem, progress in under-
standing cognitive processes inspired the design of engineering applications
(Moore, 2007; Rai et al., 2022). Now the roles seem to be reversed, with cog-
nitive science offering epistemological tools to attempt to understand what
kind of artificial minds are behind LLMs. This is a favor that could be recip-
rocated, should understanding the mechanisms at work in LLMs also shed
new light on how the human mind functions.

There are some ongoing research efforts that suggest promising develop-
ments. Some of these fall within the field of study known as XAI (Hassija et
al., 2024; Langer et al., 2021; Zednik, 2021). As with Deep Learning in gen-
eral, the motivations for XAI have little to do with understanding cognition
and instead stem from practical needs. The XAI perspective is primarily
pragmatic, and the exemplary case studies of interest concern exceptions,
whenever an AI system makes mistakes, and there is interest in identifying
the causes of the failure. The divergence of intentions does not preclude
the use of tools developed within the scope of XAI for studying Transformer
models as cognitive agents, and there are several interesting works in this
direction. Some of them can be partially attributed to the strategy known
in the philosophy of science as mechanistic explanation. Its contemporary
account traces back to Machamer et al. (2000)’s original paper wherein a
mechanism is defined as a set of “entities and activities organized such that
they are productive of regular changes from start or set-up to finish or termi-
nation condition” (p. 3). In the context of the explanation of biological and
neurocognitive phenomena, mechanisms are defined by a set of entities that,
by entertaining causal relations, bring about a given phenomenon. Clearly,
the basic architecture of the Transformer does not include any components
that can be directly mapped to structures of the brain or abstract patterns of
the mind. A mechanistic explanation project should establish mappings be-
tween circuit components of the Transformer and cognitive phenomena. This
is partly the purpose of Elhage et al. (2021). They implemented Transformer
models with the fewest possible components, looking for possible elementary
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mechanisms, and the types of phenomena they are capable of producing. The
two models analyzed are a single layer with attention only, and a stack of
two layers, still with attention only without feedforward layers. Two basic
independent components have been identified: the OV (output value) circuit
made by the matrix WOWV , and the QK (query-key) circuit made by the
matrix WT

QWK , whose matrices are computed as follows (see equation 1.2):

WOV = WOWV (5.1)

WQK = W⊤
QWK (5.2)

In the one layer model the most significant phenomenon is the copying
algorithm, that performs this simple mapping:

[. . . , a, b, . . .] → a (5.3)

in practice previous tokens are likely to be the next predicted. It is the
OV ciruits that predisposes things so that tokens, if attended to by the
head, become probably the next token. The QK circuit attends back to
all tokens which could plausibly be the next token. Thus token, whenever
their place is plausible, are copied. When moving to a two-layer model,
additional components come in place, called K-, Q-, V-Compositions. These
components account for how much information query, key or value vectors
of a second layer attention read from a given first layer attention. They are
computed as follows:

ξK =

∥∥∥W(2)
QKW

(1)
QK

∥∥∥
F∥∥∥W(2)

QK

∥∥∥
F

∥∥∥W(1)
QK

∥∥∥
F

(5.4)

ξQ =

∥∥∥W(2)
QK

⊤
W

(1)
QK

∥∥∥
F∥∥∥W(2)

QK

⊤∥∥∥
F

∥∥∥W(1)
QK

∥∥∥
F

(5.5)

ξV =

∥∥∥W(2)
OV

⊤
W

(1)
OV

∥∥∥
F∥∥∥W(2)

OV

⊤∥∥∥
F

∥∥∥W(1)
OV

∥∥∥
F

(5.6)

where ∥ · ∥F is the Frobenius norm, and the superscripts (1) and (1) specify
to which layer the matrix belongs.
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The composition quantities ξK,Q,V allow the discovery of a novel phenom-
ena that was not present in one-layer, and emerge in the two-layer model:

[. . . , a, b, . . . a] → b (5.7)

where the present token is searched over the current context, and if it is found,
then the token that was next in the context is predicted. This phenomenon
is called induction head. It relies in part on the copying phenomenon seen in
one-layer models, but it also requires an additional one called prefix match-
ing, the capacity to compare the current token with every preceding token
and look for places where they are similar. This is possible thanks to the K-
composition in the QK circuit of the second layer. One may wonder whether
there are genuine cognitive phenomena to which induction head contributes.
It has been speculated that induction head is the key mechanism for the
higher level phenomenon called in-context learning (ICL). Thanks to ICL,
LLMs can perform cognitive tasks that they previously could not, or only
to a limited extent, after seeing a few examples in the prompt. This is
a phenomenon that has recently converged a significant number of works
(Abernethy et al., 2023; Garg et al., 2022; Olsson et al., 2022; Von Oswald
et al., 2023; Wibisono & Wang, 2023; Zhang et al., 2023), partly due to the
fact that it is a well-defined phenomenon that develops over a few interac-
tions, unlike the billions of steps during full training. ICL is certainly at the
basis of the broad capacity of “thinking” one may ascribe to LLMs. Olsson
et al. (2022) provided compelling arguments for linking induction head to
ICL. The main argument is the co-occurrence of ICL and induction head
during training of LLMs, an event relatively easy to detect, because of a
sudden and dramatic collapse of the loss for ICL during training. This event
coincides with the emergence of the induction head in the second layer of
the model. Moreover, modifications in the architecture for forcing a shift in
time of the formation of induction heads cause the same shift in the dramatic
improvement of ICL.

Another piece of work in this direction (Zhu et al., 2024), specifically
addresses the cognitive capacity of ToM, one of the most striking virtues of
LLMs described in the previous section. This work has sought to identify
the circuit components in the Transformer responsible for the fundamental
requirement to exercise ToM, the construction of segregated representations
for beliefs that can be factually assumed, and presumable beliefs about the
same facts by another agent. They focus on two entities, namely protagonist,
the central figure of the ToM narrative, and oracle, represents an omniscient
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spectator’s perspective. To hunt for these representations, they used so-called
probing techniques, tracing some circuits (like head 30 in layer 4 and head 26
in layer 10) where the representational spaces of the oracle and protagonist
are clearly segregated. It’s important to compare these results with recent
neuroscientific evidence on specific neural representations of beliefs attributed
to other agents, found in the human dorsomedial prefrontal cortex (Jamali
et al., 2021). The same group (Jamali et al., 2023), found similar responses
in the 25th layer of the Falcon 40b LLMs.

5.2.1 Cognitive Neuroscience and AI: co-simulation

The juxtaposition between LLMs and the brain leads us to another anoma-
lous review of the relationship between AI and–this time–Cognitive Neuro-
sciences. A traditional bio-inspired Cognitive Architecture, such as SPAUN
(Eliasmith et al., 2012), is designed to simulate main cognitive functions,
trying to take as much inspiration as possible from the anatomical and func-
tional organization of the brain, with the main aim of helping to understand
it (Eliasmith, 2013). Such architectures can be likened to the general simu-
lative method in science (Durán, 2018; Winsberg, 2010), according to which
a target, natural, system is modelled by a mathematical model, which is
then implemented in a computational one, usually a simulative program, the
latter is executed and executions provide predictions of the target system
behaviours.

There is nothing about the brain that inspired the inventors of the Trans-
former and, as repeated many times, there is nothing further from their aims
than helping to understand it. Despite this, a series of recent works has
highlighted surprising analogies between LLMs and the brain. (Caucheteux
& King, 2022; Caucheteux et al., 2022, 2023) in collaboration with Meta AI,
did several experiments to examine correlations between LLMs prompted
with stories and brain activities of subjects listening to the same stories.
The Narratives fMRI dataset (Nastase et al., 2021) is used, it is made of
345 subjects listening to short 27 narratives with 891 functional scans. In
Caucheteux et al. (2022) the main purpose is to evaluate the similarity in
comprehension between LLMs and humans, for this purpose among the 27
stories of the Narratives dataset only the seven stories for which subjects
were asked to answer a comprehension questionnaire at the end are used.
The highest brain scores are found in the middle layers of GPT-2, correlat-
ing with areas such the auditory cortex, the anterior temporal area, and the
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superior temporal area. Most of all, the brain scores of GPT-2 are highly
correlated with the level of comprehension of the subjects, In Caucheteux
et al. (2023) the relationship between levels in GPT-2 and the hierarchical
scale in the cerebral cortex is investigated. The associative cortices are best
modelled by the deeper layers, while the lower-level language areas, such as
Heschl’s gyri/sulc, are best predicted by the first layers of the LLMs. Simi-
larly, Kumar and coworkers at Princeton Neuroscience Institute (Kumar et
al., 2023) investigated possible correlations between the individual attention
heads in the Transformer, and brain areas when listening to stories. They
used a simple model, BERT, with 12 layers and 12 attention heads, and ap-
plied Principle Component Analysis to the to the 144 model activations along
the story, correlating them with brain areas obtained through fMRI. Even
more surprisingly, a network composed of astrocytes, neurons, and synapses
between them, was proven to naturally implement the core operations of the
Transformer (Kozachkov et al., 2023).

In all the studies of Caucheteux, and of Kumar, Transformer based LLMs
are used to model and predict activation patterns in the brain observed
through fMRI, in order to collect additional evidence on the brain areas
involved in specific linguistic tasks. Both systems, the ANN and the natural
cognitive system, are given the same task, namely elaborating acoustic sig-
nals (the listened story), to process language understanding. The artificial
system is used to predict behaviours (brain activations) of the natural one.
Therefore, the Undesigned condition leads again to establishing a completely
new and unusual type of relationship between AI and Neuroscience, different
from the conventional simulation method. In these studies the neuroanatomy
of the cortex is used to obtain hypotheses about the hierarchical layer orga-
nization of the Transformer. The hypotheses are tested by looking for new
correlations between the depth of the Transformer layer activation and brain
hierarchy level activations. In other words, the cortext is used as a model
of the LLMs. Since LLMs are highly opaque, hypotheses about the inner
organization of the ANN are obtained by looking at the brain. Once those
hypotheses are tested, the LLMs is used back to predict and explain brain
activations. Thus, on the one hand, LLMs are used to provide simulative
explanations of the brain in terms of model-based predictions of cortex ac-
tivations. On the other hand, and relatively to the main aim of this paper,
the brain itself is used to explain and simulate the LLMs in what can be
considered a sort of reciprocal or–as we like to call it–co-simulation (Angius,
Perconti, Acciai, & Plebe, 2024; Angius, Perconti, Plebe, & Acciai, 2024).
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Both the brain language processing and the LLMs are opaque and poorly
known and they are used to investigate and advance hypotheses about each
other. The co-simulation epistemological strategies can potentially reveal
structural similarities between LLMs and the human brain, suggesting that
this similarity may, at least in part, justify the LLMs’s ability to handle
natural language.

In conclusion, if we are to consider LLMs as Undesigned Cognitive Archi-
tectures, we must accept the not insignificant limitations that arise precisely
from being Undesigned, which are highlighted here. However, it appears
that these limitations do not entirely prevent the possibility of LLMs, de-
spite themselves, from becoming viable tools for exploring natural cognition.
This is especially true considering their virtue of currently being at the fore-
front of AI closest to AGI.
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